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[bookmark: _Toc223496203]1. Introduction
This appendix provides an in-depth technical specification of the security and privacy model underpinning the Greenfield Modern Data Platform. It expands on Section 6 of the main architecture document by detailing how each security control is implemented, configured, and enforced across the three technology pillars: Databricks (with Unity Catalog), Microsoft Fabric, and SAS Viya, all operating on Microsoft Azure.
As a regulated financial institution subject to the Act Respecting the Protection of Personal Information in the Private Sector (Law 25), PIPEDA, AMF guidelines, and OSFI expectations, Greenfield requires a defense-in-depth security posture that spans identity, data access, network, encryption, and privacy. The security model described herein implements the principle of least privilege at every layer, ensuring that users and services access only the data they are authorized to see, in the form they are authorized to see it.
[bookmark: _Toc223496204]1.1 Guiding Principles
1. Zero Trust: Never trust, always verify. Every access request is authenticated, authorized, and encrypted regardless of network location.
1. Least Privilege: Users and services receive the minimum permissions necessary to perform their function. Permissions are granted through group membership, never directly to individuals.
1. Defense in Depth: Multiple overlapping controls ensure that failure of any single layer does not expose sensitive data.
1. Unified Identity: Azure Entra ID is the single source of truth for all identities, groups, and conditional access policies across the entire platform.
1. Policy as Code: Security policies are codified in Terraform and Unity Catalog SQL, versioned in Git, and deployed through CI/CD pipelines.
1. Auditability: Every data access event, privilege change, and security configuration modification is logged and retained for regulatory audit.

[bookmark: _Toc223496205]1.2 Security Layers Overview
The security model is structured into seven complementary layers, each enforced at specific points in the architecture. The following table provides a summary view before each layer is explored in detail in subsequent sections.

	Layer
	Controls
	Primary Enforcement Points

	Identity & Authentication
	Entra ID SSO, MFA, Conditional Access, SCIM provisioning, service principals, managed identities
	Azure Entra ID, Conditional Access policies

	Coarse-Grained Authorization (RBAC)
	Azure resource-level roles, Entra security groups, workspace permissions
	Azure Resource Manager, Databricks Workspace Admin, Fabric Admin Portal

	Fine-Grained Authorization (ABAC)
	Data-level grants on catalogs, schemas, tables, row filters, column masks
	Databricks Unity Catalog, Power BI RLS, SAS JDBC path

	Row-Level Security (RLS)
	Row filter functions restricting visible rows by user attributes (business unit, region, role)
	Unity Catalog row filters, Power BI RLS

	Column-Level Security (CLS) & Dynamic Data Masking (DDM)
	Column mask functions applying hash, partial reveal, null, or redaction at query time
	Unity Catalog column masks, Purview sensitivity labels

	Encryption
	AES-256 at rest (MMK/CMK), TLS 1.2+ in transit, MACsec on ExpressRoute, Key Vault management
	ADLS Gen2, Databricks DBFS, Azure Key Vault

	Data Loss Prevention & Exfiltration Controls
	Private endpoints, NSGs, Azure Firewall egress filtering, DLP policies, export restrictions
	Azure networking, Microsoft Purview DLP, Fabric tenant settings

	Privacy Controls
	Consent management, DSAR automation, right-to-erasure workflows, pseudonymization, anonymization
	Platform curated layer functions, consent metadata store




[bookmark: _Toc223496206]2. Authentication — Azure Entra ID as the Identity Foundation
All human and machine access to the Modern Data Platform is brokered through Azure Entra ID (formerly Azure Active Directory). No platform component accepts credentials that bypass Entra ID. This section details how authentication is configured for each platform component.
[bookmark: _Toc223496207]2.1 Conditional Access Policies
Conditional Access policies are the first enforcement gate. They evaluate contextual signals before granting a token. The following policies apply universally to all data platform users:

	Policy
	Condition
	Enforcement

	Multi-Factor Authentication
	All users accessing data platform applications (Databricks, Fabric, Purview, SAS)
	MFA required on every sign-in; no trusted device exemptions for data platform resources

	Compliant Device
	Device must be Intune-enrolled and compliant with Greenfield endpoint security baseline
	Non-compliant devices are blocked; BYOD is not permitted for data platform access

	Network Location
	Access only from Greenfield corporate network (ExpressRoute), approved VPN endpoints, or Azure Bastion
	External/public internet access is blocked by Conditional Access; no IP allowlisting exceptions

	Session Lifetime
	Interactive sessions expire after 12 hours; refresh tokens have a 24-hour maximum lifetime
	Users must re-authenticate after 12 hours of continuous use; critical for shared workstation scenarios

	Sign-in Risk
	Azure AD Identity Protection evaluates real-time sign-in risk (impossible travel, anonymous IP, malware-linked IP)
	High-risk sign-ins are blocked; medium-risk sign-ins require step-up MFA verification



[bookmark: _Toc223496208]2.2 Platform-Specific Authentication
Each platform component integrates with Entra ID through a specific authentication protocol. The following table details the integration method, token type, and group synchronization mechanism for each component.

	Component
	Protocol
	Token Type
	Group Sync Mechanism

	Databricks Workspaces
	SAML 2.0 / OAuth 2.0
	OAuth 2.0 access token
	SCIM provisioning from Entra ID; security groups synced automatically to Unity Catalog principals

	Microsoft Fabric
	Entra ID native (M365 tenant)
	Entra ID token via M365 SSO
	Native Entra group integration; Fabric workspace roles mapped to Entra security groups

	SAS Viya
	SAML 2.0 federation or OIDC
	SAML assertion / OIDC ID token
	SAML group claims mapped to SAS custom groups; periodic sync job validates membership

	Microsoft Purview
	Entra ID native
	Entra ID token
	Collection-level roles mapped directly to Entra security groups

	Azure Data Factory
	Managed Identity (runtime) / Entra ID (authoring)
	System-assigned MI token / Entra ID token
	Entra groups control ADF authoring RBAC; MI used for pipeline execution

	ADLS Gen2
	Managed Identity / Service Principal
	OAuth 2.0 via MI or SP
	Azure RBAC roles (Storage Blob Data Contributor/Reader) assigned to Entra groups and MIs



[bookmark: _Toc223496209]2.3 Service Principals & Managed Identities
Automated workloads (pipelines, scheduled jobs, cross-service communication) use managed identities as the preferred authentication mechanism. Managed identities eliminate the need for stored credentials and are automatically rotated by Azure. Where managed identities are not supported (e.g., SAS Viya accessing ADLS), service principals are used with credentials stored in Azure Key Vault and rotated quarterly.
Critical rule: Shared secrets and embedded credentials are explicitly prohibited across the entire platform. This prohibition is enforced through Azure Policy (deny assignments for storage account key access) and Databricks workspace configuration (PATs disabled in production).

	Workload
	Identity Type
	Scope & Role Assignments

	Databricks workspace
	System-assigned Managed Identity
	Storage Blob Data Contributor on ADLS Gen2 accounts; Key Vault Secrets User on kv-data-platform-prod

	ADF pipelines
	System-assigned Managed Identity
	Storage Blob Data Contributor on ADLS; Databricks workspace access via linked service token

	SAS Viya Compute Server
	Service Principal (sp-sas-compute-prod)
	Storage Blob Data Reader on authorized ADLS paths only (non-sensitive datasets); JDBC access to Databricks SQL Warehouses scoped via Unity Catalog grants

	Purview scanners
	System-assigned Managed Identity
	Storage Blob Data Reader on all ADLS accounts; Databricks metastore reader for Unity Catalog metadata harvesting

	Manta lineage engine
	Service Principal (sp-manta-prod)
	Read-only access to Databricks repos, ADF metadata APIs, SAS code repos; Purview Data Curator for lineage publishing

	CI/CD pipelines (Terraform)
	Service Principal (sp-terraform-prod)
	Contributor on data platform subscriptions; User Access Administrator for RBAC assignments




[bookmark: _Toc223496210]3. Role-Based Access Control (RBAC) — Azure Resource Layer
Azure RBAC provides coarse-grained access control at the Azure resource level. It determines who can manage, configure, and interact with platform infrastructure (subscriptions, resource groups, storage accounts, workspaces). Data-level fine-grained access (which rows, which columns, which masking) is enforced separately by Unity Catalog at the compute layer (see Sections 5 and 6).
[bookmark: _Toc223496211]3.1 Entra Security Group Model
All RBAC assignments are made to Entra security groups, never to individual users. This ensures that access is auditable, scalable, and follows the joiner-mover-leaver lifecycle managed by Greenfield HR-IT integration. When an employee changes roles, their group memberships are updated through automated provisioning workflows, and their Azure resource access changes accordingly.

	Entra Security Group
	Azure RBAC Role(s)
	Scope

	sg-data-platform-admins
	Contributor
	sub-data-platform-prod, sub-data-platform-nonprod

	sg-data-engineers
	Databricks Contributor, Storage Blob Data Contributor
	Databricks workspaces, ADLS Gen2 accounts

	sg-data-scientists
	Databricks Contributor (sandbox only), Storage Blob Data Reader
	Sandbox workspace, Silver/Gold ADLS (read-only)

	sg-data-analysts
	Reader
	Databricks analytics workspace (SQL Warehouse access governed by Unity Catalog grants)

	sg-governance-admins
	Purview Data Curator, Key Vault Administrator
	Purview account, Key Vault instances

	sg-sas-developers
	Contributor
	sub-data-sas-prod subscription

	sg-fabric-admins
	Fabric Capacity Administrator
	Fabric capacity resource

	sg-finops
	Cost Management Reader, Billing Reader
	All data platform subscriptions



[bookmark: _Toc223496212]3.2 Databricks Workspace-Level Permissions
Within each Databricks workspace, a secondary RBAC layer controls access to workspace objects (clusters, notebooks, repos, jobs). These permissions are synced from Entra security groups via SCIM and managed through the Databricks workspace admin console or Terraform.
1. Workspace Admins (sg-data-platform-admins): Full control over workspace configuration, cluster policies, and user management.
1. Data Engineers (sg-data-engineers): Can create and manage clusters (within cluster policy constraints), notebooks, repos, and jobs. Can access all Unity Catalog schemas they are granted.
1. Data Scientists (sg-data-scientists): Access to sandbox workspace with relaxed cluster policies for experimentation. Read access to Silver and Gold layers through Unity Catalog grants.
1. Data Analysts (sg-data-analysts): Access to SQL Warehouses only. Cannot create general-purpose clusters. Query access governed entirely by Unity Catalog.

[bookmark: _Toc223496213]3.3 Fabric Workspace Security
Microsoft Fabric workspaces implement their own RBAC model integrated with Entra ID. Each Fabric workspace is assigned one of four roles (Admin, Member, Contributor, Viewer) mapped to Entra security groups. The Fabric capacity administrator (sg-fabric-admins) controls capacity allocation and tenant-level security settings including data export restrictions and external sharing policies.


[bookmark: _Toc223496214]4. Attribute-Based Access Control (ABAC) — Unity Catalog Data Layer
While RBAC controls who can access platform resources, ABAC controls what data users can see and in what form. Databricks Unity Catalog is the central enforcement point for ABAC across the platform, applying fine-grained access policies based on user attributes (group membership, business unit, role, clearance level) to catalogs, schemas, tables, views, row filters, and column masks.
[bookmark: _Toc223496215]4.1 Unity Catalog Permission Hierarchy
Unity Catalog enforces a hierarchical permission model. Permissions granted at a higher level cascade to child objects unless explicitly overridden. The hierarchy flows from metastore to catalog to schema to table/view/function.

	Securable Object
	Available Privileges
	Typical Grant Pattern

	Metastore
	CREATE CATALOG, CREATE EXTERNAL LOCATION, USE PROVIDER
	Platform admins only; governs ability to create new catalogs

	Catalog
	USE CATALOG, CREATE SCHEMA, ALL PRIVILEGES
	One catalog per business domain (e.g., cat_insurance, cat_banking); domain data owners granted CREATE SCHEMA

	Schema
	USE SCHEMA, CREATE TABLE, CREATE VIEW, CREATE FUNCTION, SELECT
	Data engineers: CREATE TABLE/VIEW; analysts: SELECT only

	Table / View
	SELECT, MODIFY, ALL PRIVILEGES
	Fine-grained: specific groups granted SELECT on specific tables; MODIFY restricted to ETL service principals

	Function
	EXECUTE, ALL PRIVILEGES
	Row filter and column mask functions executable by Unity Catalog engine; not directly invocable by users

	External Location
	CREATE EXTERNAL TABLE, READ FILES, WRITE FILES
	Restricted to data engineering groups; controls ADLS path access through Unity Catalog



[bookmark: _Toc223496216]4.2 Catalog Organization by Business Domain
The Unity Catalog metastore organizes data into catalogs aligned with Greenfield business domains. This structure enables domain-level isolation while allowing cross-domain access through controlled grants. Each catalog follows the medallion architecture internally (bronze, silver, gold schemas).
1. cat_banking: Personal banking, enterprise banking, credit cards, payments
1. cat_insurance: Property and casualty, life insurance, claims
1. cat_wealth: Wealth management, investment services
1. cat_risk: Enterprise risk management, credit risk, market risk, operational risk
1. cat_customer: Customer 360, MDM, reference data (owned by the CDO office)
1. cat_shared: Cross-domain datasets, KPIs, enterprise aggregates
1. cat_sandbox: Experimentation space with governed data access and automatic expiry policies

[bookmark: _Toc223496217]4.3 ABAC Attribute Sources & Provisioning Pipeline
ABAC decisions are only as reliable as the attributes they evaluate. This section details every attribute category used for fine-grained access control, its authoritative source system, how it flows into Unity Catalog, and the governance controls that ensure attribute accuracy.

[bookmark: _Toc223496218]4.3.1 Attribute Taxonomy
Attributes consumed by Unity Catalog row filters, column masks, and grant conditions fall into four categories: identity attributes (who the user is), organizational attributes (where the user sits in the enterprise), data-clearance attributes (what sensitivity level the user is approved to see), and contextual attributes (under what conditions the access occurs).

	Category
	Attribute
	Type
	Source of Truth
	Description & Purpose

	Identity
	user_principal_name
	String (UPN)
	Azure Entra ID
	The user’s unique login identity (e.g., jean.tremblay@Greenfield.com). Used by Unity Catalog as the primary principal identifier via CURRENT_USER().

	Identity
	object_id
	GUID
	Azure Entra ID
	Entra ID immutable object identifier. Used internally by SCIM provisioning to link Entra users to Unity Catalog principals; survives UPN renames.

	Identity
	service_principal_id
	GUID
	Azure Entra ID App Registration
	Identifies automated workloads (ADF MI, SAS SP, Terraform SP). Unity Catalog grants to service principals use this identifier.

	Organizational
	business_unit
	String (enum)
	HR System → Entra ID
	The employee’s primary business division (e.g., personal_banking, insurance_pac, wealth_mgmt). Drives row-level security filtering on domain-specific datasets.

	Organizational
	cost_center
	String
	HR System → Entra ID
	The employee’s cost center code. Used for chargeback attribution and as a secondary RLS filter on financial datasets.

	Organizational
	region
	String (enum)
	HR System → Entra ID
	The employee’s primary operating region or province (e.g., QC, ON, ATL, WEST). Drives geographic row-level filtering on member and branch data.

	Organizational
	department
	String
	HR System → Entra ID
	Functional department (e.g., actuarial, risk_analytics, marketing). Used to refine grants within a business unit.

	Organizational
	manager_chain
	List of UPNs
	HR System → Entra ID
	The employee’s reporting chain up to the VP level. Enables hierarchical access policies where managers inherit visibility over their directs’ data scope.

	Organizational
	job_level
	Integer (1–9)
	HR System → Entra ID
	Numeric grade reflecting the employee’s seniority. Used as a tiered access attribute: levels 1–4 see aggregated data, 5–7 see detail, 8–9 see cross-unit.

	Data Clearance
	security_groups
	List of group SIDs
	Entra ID Security Groups
	All Entra security groups the user belongs to. Evaluated by IS_ACCOUNT_GROUP_MEMBER() in row filters and column masks. This is the primary ABAC mechanism.

	Data Clearance
	pii_clearance
	Enum (none, partial, full)
	Data Security Lead → Entra ID
	Determines the masking level applied to PII columns: ‘none’ = NULL, ‘partial’ = last-N-digits, ‘full’ = unmasked. Assigned by the Data Security Lead and stored as a custom Entra ID attribute.

	Data Clearance
	data_classification_max
	Enum (Public, Internal, Confidential, Restricted)
	Data Security Lead → Entra ID
	The highest data classification level the user is cleared to access in unmasked form. Column masks evaluate this attribute to decide masking depth.

	Data Clearance
	regulatory_role
	String (enum)
	Compliance Office → Entra ID
	Identifies users with regulatory mandates (e.g., auditor, compliance_officer, amf_reporting). Grants override access to audit-trail data and regulatory Gold tables.

	Contextual
	access_location
	IP range
	Conditional Access (runtime)
	Evaluated at authentication time by Entra Conditional Access. Not directly consumed by Unity Catalog but gates whether a token is issued at all.

	Contextual
	device_compliance
	Boolean
	Intune → Conditional Access
	Whether the user’s device meets the Greenfield endpoint security baseline. Evaluated at authentication time only.

	Contextual
	session_risk_level
	Enum (low, medium, high)
	Azure AD Identity Protection
	Real-time sign-in risk score. High-risk sessions are blocked; medium-risk sessions require step-up MFA. Prevents compromised sessions from reaching data.



[bookmark: _Toc223496219]4.3.2 Attribute Provisioning Pipeline
Attributes must flow reliably from their source of truth into Unity Catalog with minimal latency and full auditability. The provisioning pipeline consists of four stages: origination in the HR or governance system, synchronization into Entra ID, SCIM provisioning into Databricks, and availability for evaluation by Unity Catalog functions.

	Stage
	System
	Mechanism
	Latency
	Governance Control

	1. Origination
	HR System, Compliance Office, Data Security Lead
	HR events (hire, transfer, termination) trigger attribute updates. Security clearances are set manually via governed approval workflows.
	Real-time for HR events; 1–2 business days for clearance changes (approval-gated)
	HR data steward validates organizational attributes. Data Security Lead validates clearance attributes with domain data owner co-approval.

	2. Entra ID Sync
	Azure AD Connect / Cloud Sync
	On-premises AD attributes are synchronized to Entra ID via Azure AD Connect with 30-minute sync cycles. Cloud-native attributes (pii_clearance, data_classification_max) are written directly via Microsoft Graph API by the governance automation service.
	≤30 minutes for AD-synced attributes; near-real-time for Graph API writes
	Azure AD Connect sync rules are reviewed quarterly. Graph API write permissions restricted to sp-governance-automation service principal.

	3. SCIM to Databricks
	Entra ID → Databricks SCIM
	Entra ID Enterprise Application for Databricks pushes user and group changes via SCIM 2.0 protocol. Users, group memberships, and mapped custom attributes are synchronized.
	≤40 minutes (Entra SCIM provisioning cycle)
	SCIM provisioning logs audited weekly. Failed provisioning events trigger alerts to the Platform Security Engineers.

	4. UC Evaluation
	Databricks Unity Catalog
	At query time, Unity Catalog resolves the user’s principal, evaluates IS_ACCOUNT_GROUP_MEMBER() and custom attribute functions in row filters and column masks.
	Real-time (query-time evaluation)
	Row filter and column mask function definitions are version-controlled in Git and deployed via CI/CD. Changes require Data Security Lead approval.



[bookmark: _Toc223496220]4.3.3 Entra ID Security Group Hierarchy for ABAC
The Entra security groups that drive ABAC decisions are organized in a deliberate hierarchy. Top-level groups control Azure RBAC (resource access), while nested groups control data-level access within Unity Catalog. This separation ensures that a user can have resource access (e.g., they can log into the Databricks workspace) without automatically having data access (they must also belong to the appropriate data-level group to see specific tables and columns).

	Group Tier
	Naming Convention
	Example Groups
	ABAC Role

	Tier 1 — Resource Access
	sg-data-{role}
	sg-data-engineers, sg-data-analysts, sg-data-scientists
	Controls Azure RBAC assignments and Databricks workspace membership. Does not grant access to any specific data.

	Tier 2 — Domain Access
	sg-domain-{domain}-{access}
	sg-domain-banking-read, sg-domain-insurance-write, sg-domain-customer-read
	Grants USE CATALOG and USE SCHEMA on the corresponding domain catalog. Combined with Tier 1 to determine which catalogs a user can browse and query.

	Tier 3 — Sensitivity Access
	sg-pii-{level}
	sg-pii-authorized, sg-pii-partial, sg-pii-none
	Evaluated by column mask functions to determine the masking level applied to PII columns. A user in sg-pii-authorized sees full SIN/NAS values; sg-pii-partial sees last-N-digits; sg-pii-none sees NULL.

	Tier 4 — Regulatory & Cross-Unit
	sg-{function}-view
	sg-enterprise-view, sg-audit-view, sg-compliance-view, sg-amf-reporting
	Overrides row-level security filters. Members of sg-enterprise-view bypass business_unit RLS and see all rows across the enterprise. sg-audit-view provides read access to all audit-trail tables.

	Tier 5 — Privileged Operations
	sg-{operation}-admin
	sg-governance-admins, sg-uc-metastore-admins, sg-keyvault-admins
	Controls administrative operations: creating catalogs, managing Unity Catalog metastore, administering encryption keys. Membership is tightly controlled and reviewed weekly.



A typical data analyst in the personal banking division would belong to the following groups, with each group contributing a specific layer of access:
1. sg-data-analysts (Tier 1): Grants Reader access to the Databricks analytics workspace; allows connection to SQL Warehouses.
1. sg-domain-banking-read (Tier 2): Grants USE CATALOG on cat_banking and SELECT on Gold-layer tables within that catalog.
1. sg-pii-partial (Tier 3): Column masks on PII columns return partially masked values (last 4 digits of account numbers, last 3 digits of SIN).
This analyst would not be in sg-enterprise-view (Tier 4), so row filters would restrict them to rows where business_unit = ‘personal_banking’. They would not be in any Tier 5 admin group.

[bookmark: _Toc223496221]4.3.4 Custom Attribute Storage in Entra ID
Several ABAC attributes (pii_clearance, data_classification_max, regulatory_role) are not standard Entra ID properties and are stored as Entra ID extension attributes or custom security attributes. The platform uses Azure AD Custom Security Attributes (GA since 2023), which are natively supported by Conditional Access and can be queried by Microsoft Graph.
1. Attribute Set: A custom security attribute set named ‘DataPlatformAccess’ is defined in Entra ID, containing attributes: pii_clearance (string, allowed values: none|partial|full), data_classification_max (string, allowed values: Public|Internal|Confidential|Restricted), and regulatory_role (string, multi-value).
1. Assignment workflow: Custom security attributes are assigned through a governed approval workflow in ServiceNow. The requester’s manager and the Data Security Lead must both approve. The ServiceNow integration writes the approved attribute value to Entra ID via the Microsoft Graph ‘customSecurityAttributes’ API endpoint.
1. Propagation to Unity Catalog: Custom security attributes are mapped to SCIM extension attributes and provisioned into Databricks. Within Unity Catalog, these attributes are accessible via CURRENT_USER_ATTRIBUTE() in SQL functions, enabling row filters and column masks to reference them at query time.
1. Audit trail: All custom security attribute changes are captured in the Entra ID audit log and streamed to Log Analytics. A dedicated Power BI report tracks attribute assignments, changes, and anomalies (e.g., an employee assigned ‘full’ PII clearance without the required approval chain).

[bookmark: _Toc223496222]4.3.5 Attribute Lifecycle & Joiner-Mover-Leaver
The integrity of ABAC depends on attributes being accurate throughout the employee lifecycle. The following lifecycle events trigger attribute updates, with specific SLAs and verification controls:

	Event
	Attribute Changes
	SLA
	Verification

	Joiner (new hire)
	User created in Entra ID; assigned to default groups (sg-data-analysts or as per role); business_unit, region, department, job_level set from HR; pii_clearance defaults to ‘none’; data_classification_max defaults to ‘Internal’.
	Entra account active on Day 1; SCIM sync to UC within 40 minutes of Entra creation.
	Automated test: new user can authenticate to Databricks and query a canary table. If SCIM sync fails, alert to Platform Security Engineers.

	Mover (role change)
	business_unit, region, department, job_level, cost_center updated from HR. Entra group memberships adjusted: old domain groups removed, new domain groups added. pii_clearance and data_classification_max reviewed and potentially downgraded by Data Security Lead.
	HR event reflected in Entra within 30 minutes; old group memberships revoked within same sync cycle; new groups added within 24 hours (pending manager approval for data groups).
	Weekly reconciliation report compares HR system attributes to Entra attributes. Discrepancies flagged for manual review by HR-IT integration team.

	Leaver (departure)
	Entra account disabled (Day 0); all security group memberships revoked (Day 0); Databricks user deactivated via SCIM (within 40 minutes); account hard-deleted after 30-day grace period.
	Account disabled within 4 hours of HR termination event; data access ceases immediately upon account disable.
	Daily scan for Entra users marked as disabled but still active in SCIM. Orphaned Databricks users trigger automated deactivation and alert.

	Clearance change
	pii_clearance or data_classification_max updated via ServiceNow approval workflow. Entra ID custom security attribute updated via Graph API.
	Attribute updated in Entra within 1 hour of final approval; SCIM sync to UC within 40 minutes.
	Monthly audit: Data Security Lead reviews all users with pii_clearance = ‘full’ and data_classification_max = ‘Restricted’. Users without an active, justified access request are downgraded.



[bookmark: _Toc223496223]4.3.6 Attribute Propagation to Fabric and SAS Viya
While Unity Catalog is the primary ABAC enforcement engine, attributes must also be available to Microsoft Fabric and SAS Viya for their respective security models.
1. Microsoft Fabric: Fabric natively consumes Entra ID group memberships for workspace RBAC and Power BI RLS. Custom security attributes are not directly consumed by Fabric; instead, the Power BI semantic model’s RLS rules reference Entra group membership via USERPRINCIPALNAME() and USERNAME() DAX functions. For datasets served from Databricks via DirectQuery, Unity Catalog ABAC is enforced at the SQL Warehouse query engine, so Fabric inherits fine-grained controls transparently.
1. SAS Viya: SAS Viya receives Entra group memberships through SAML group claims during federation. The SAML assertion includes the user’s Tier 1–4 group memberships as claim values. SAS maps these to internal SAS custom groups for authorization within the SAS environment (e.g., controlling CAS library access, SAS Visual Analytics folder permissions). For data-level ABAC on sensitive datasets, SAS routes queries through JDBC to Databricks SQL Warehouses where Unity Catalog enforcement applies, as detailed in Section 4.4.

[bookmark: _Toc223496224]4.4 ABAC Enforcement for SAS Viya
SAS Viya presents a unique challenge because SAS Compute Server accesses ADLS files using its service principal RBAC permissions, which bypasses Unity Catalog fine-grained controls (RLS, CLS, DDM). The architecture addresses this through a dual-path strategy:
1. JDBC path (mandatory for sensitive data): SAS reads sensitive datasets exclusively through JDBC LIBNAME to Databricks SQL Warehouses. Queries are executed by the SQL Warehouse engine, which enforces Unity Catalog row filters, column masks, and all ABAC policies. The SAS user identity is propagated via the JDBC connection.
1. ADLS path (non-sensitive data only): For non-sensitive datasets where the SAS service principal has been explicitly authorized through the governance process, SAS may read directly from ADLS via the ADLS LIBNAME engine. The accessible paths are registered as Unity Catalog external locations with restricted scope.


[bookmark: _Toc223496225]5. Row-Level Security (RLS)
Row-Level Security restricts which rows in a table are visible to a given user based on their attributes. This is critical at Greenfield where business units must only see data pertaining to their own members, products, or regions, while enterprise functions (risk, compliance, CDO office) may need a cross-unit view.
[bookmark: _Toc223496226]5.1 Unity Catalog Row Filters
Unity Catalog row filters are SQL functions that are registered in the catalog and attached to tables. When any user queries the table, the row filter function is evaluated automatically, and only rows satisfying the filter condition are returned. The user cannot bypass, modify, or even see the filter logic.
Example row filter implementation:
CREATE FUNCTION cat_banking.security.rls_by_business_unit(bu STRING)
  RETURN IF(
    IS_ACCOUNT_GROUP_MEMBER('sg-enterprise-view'),
    TRUE,
    bu = CURRENT_USER_ATTRIBUTE('business_unit')
  );

ALTER TABLE cat_banking.gold.account_summary
  SET ROW FILTER cat_banking.security.rls_by_business_unit
  ON (business_unit);

In this example, members of sg-enterprise-view see all rows. All other users see only rows where the business_unit column matches their own business unit attribute stored in their Unity Catalog user profile (synchronized from Entra ID via SCIM custom attributes).
[bookmark: _Toc223496227]5.2 RLS Attribute Sources
Row filter functions reference user attributes that are synchronized from Entra ID into Unity Catalog. The following attributes are used for RLS decisions:

	Attribute
	Source
	RLS Use Case

	business_unit
	Entra ID custom attribute, synced via SCIM
	Restrict banking data to personal banking team, insurance data to insurance team, etc.

	region
	Entra ID custom attribute
	Restrict data visibility to specific provinces or regions (e.g., Quebec operations vs. Ontario operations)

	role_level
	Entra ID custom attribute (mapped from HR system)
	Tiered access: analysts see aggregated data, managers see detail, VPs see full cross-unit

	group_membership
	Entra security groups synced via SCIM
	IS_ACCOUNT_GROUP_MEMBER() function checks for enterprise-view, compliance, audit groups



[bookmark: _Toc223496228]5.3 Power BI RLS
Power BI implements its own RLS layer on semantic models. RLS roles are defined in the Power BI semantic model using DAX filter expressions. When a user connects to a Power BI report, their Entra ID identity is evaluated against the RLS role definitions, and the report renders only the data visible to their role. For datasets sourced from Databricks SQL Warehouses via DirectQuery, Unity Catalog RLS is enforced at the query level, providing double-layer filtering.


[bookmark: _Toc223496229]6. Column-Level Security (CLS) & Dynamic Data Masking (DDM)
Column-Level Security and Dynamic Data Masking are complementary controls that protect sensitive columns. CLS determines whether a user can access a column at all, while DDM determines what the user sees when they access the column (full value, masked value, or null).
[bookmark: _Toc223496230]6.1 Unity Catalog Column Masks
Unity Catalog column masks are SQL functions that transform the value of a column at query time based on the requesting user identity. The original data is never modified; masking is applied dynamically in the query engine. This means the same physical table serves different views to different users without data duplication.
Example column mask implementation:
CREATE FUNCTION cat_customer.security.mask_sin(sin_value STRING)
  RETURN CASE
    WHEN IS_ACCOUNT_GROUP_MEMBER('sg-pii-authorized')
      THEN sin_value
    WHEN IS_ACCOUNT_GROUP_MEMBER('sg-pii-partial')
      THEN CONCAT('***-***-', RIGHT(sin_value, 3))
    ELSE NULL
  END;

ALTER TABLE cat_customer.gold.customer_360
  ALTER COLUMN sin_number
  SET MASK cat_customer.security.mask_sin;

[bookmark: _Toc223496231]6.2 Masking Strategies by Data Classification
The masking strategy applied to each sensitive column depends on its data classification level and the regulatory requirements governing that data type. The following table details the standard masking strategies:

	Data Type
	Classification
	Masking Function
	Behavior

	Social Insurance Number (SIN)
	Restricted
	mask_sin()
	Full: authorized group | Partial: last 3 digits | Null: all others

	Account Number
	Restricted
	mask_account()
	Full: authorized group | Partial: last 4 digits | Hashed: analytics group

	Credit Card Number
	Restricted
	mask_card()
	Full: fraud team only | Partial: last 4 digits | Tokenized: all others

	Date of Birth
	Confidential
	mask_dob()
	Full: authorized group | Year only: analytics | Null: all others

	Phone Number
	Confidential
	mask_phone()
	Full: service teams | Partial: last 4 digits | Null: all others

	Email Address
	Confidential
	mask_email()
	Full: service teams | Domain only: analytics | Null: all others

	Postal Code
	Internal
	mask_postal()
	Full: authorized group | FSA only (first 3 chars): analytics

	Name
	Confidential
	mask_name()
	Full: authorized group | First initial + hash: analytics | Pseudonym: all others



[bookmark: _Toc223496232]6.3 Data Classification — Purview Integration
Microsoft Purview auto-classification scans all ADLS storage accounts and identifies sensitive data using built-in and custom classifiers (trained for Canadian financial data patterns including SIN, NAS, account formats). Classification results are stored as Purview sensitivity labels, which propagate to Unity Catalog tags. These tags drive the automated application of column masks: when a column is tagged as Restricted, the corresponding masking function is automatically applied through a governance workflow. This creates a closed-loop system where data is classified, tagged, and protected without manual intervention.
[bookmark: _Toc223496233]6.4 CLS Enforcement Matrix
The following matrix shows which user groups can access which column categories. This matrix is enforced through a combination of Unity Catalog column masks and GRANT/REVOKE statements on column-level privileges.

	Column Category
	Platform Admins
	Data Engineers
	Data Analysts
	Business Users

	Restricted PII (SIN, full account)
	Full (audit-logged)
	Masked (hashed)
	Masked (partial)
	No access (NULL)

	Confidential PII (name, DOB, email)
	Full
	Full (for ETL)
	Masked (partial)
	Masked (partial)

	Internal (postal code, segment)
	Full
	Full
	Full
	Full

	Public (product names, rates)
	Full
	Full
	Full
	Full




[bookmark: _Toc223496234]7. Encryption — At Rest and In Transit
Encryption provides the last line of defense, ensuring that even if network and access controls are bypassed, data remains protected. The platform implements encryption at multiple layers with defense-in-depth key management.
[bookmark: _Toc223496235]7.1 Encryption at Rest

	Layer
	Encryption Standard
	Key Management
	Scope

	ADLS Gen2 (Bronze)
	AES-256
	Microsoft-Managed Keys (MMK)
	Raw ingested data; protected by restricted RBAC (only data engineering roles have access)

	ADLS Gen2 (Silver/Gold)
	AES-256
	Customer-Managed Keys (CMK) from kv-data-encryption-prod
	Processed, queryable sensitive data; CMK provides Greenfield-controlled key lifecycle

	Databricks DBFS
	AES-256
	CMK from kv-data-encryption-prod
	Notebook outputs, temporary files, job artifacts stored in DBFS root

	Databricks Managed Services
	AES-256
	Workspace-level CMK
	Notebook results, job results, ML artifacts in managed storage

	Azure Key Vault
	FIPS 140-2 Level 2 HSM
	HSM-backed keys
	Keys protecting other keys; highest-security layer of the key hierarchy



[bookmark: _Toc223496236]7.2 Encryption in Transit
1. All storage endpoints: TLS 1.2 minimum enforced; secure transfer required = true on all ADLS accounts.
1. Databricks cluster communication: TLS enforced for all cluster-to-storage and cluster-to-control-plane communication.
1. ExpressRoute: MACsec (Layer 2 encryption at peering) recommended for ExpressRoute Direct circuits connecting on-premises to Azure.
1. Inter-service communication: All private endpoint traffic encrypted via TLS 1.2; public endpoints disabled and blocked by Azure Policy.

[bookmark: _Toc223496237]7.3 Key Vault Architecture
Encryption keys and operational secrets are managed through dedicated Azure Key Vault instances, each hardened with network restrictions, purge protection, and comprehensive audit logging.

	Key Vault Instance
	Purpose
	Access Control

	kv-data-platform-prod
	Operational secrets: connection strings, SAS license keys, API keys, ADF credentials
	Databricks MI, ADF MI, SAS SP → Secrets User; CI/CD SP → Administrator

	kv-data-encryption-prod
	Customer-managed encryption keys: ADLS CMK, Databricks workspace CMK (managed services, DBFS)
	Storage MI, Databricks MI → Crypto User; KV admin group → Administrator

	kv-data-platform-nonprod
	Non-production secrets (same structure, isolated values)
	Non-prod workspace MIs and SPs



Key Vault hardening controls:
1. Key Vault Firewall enabled; access restricted to private endpoint only (from snet-private-endpoints).
1. Purge protection enabled on all instances (90-day retention); prevents permanent deletion even by administrators.
1. All operations streamed to Log Analytics; alerts configured for unexpected access patterns, bulk reads, and deletion attempts.
1. Automated secret rotation with 90-day expiry; CI/CD pipeline rotates service principal credentials quarterly.


[bookmark: _Toc223496238]8. Data Loss Prevention & Exfiltration Controls
Preventing unauthorized data exfiltration is a core requirement for a regulated financial institution. The architecture implements multiple overlapping controls to ensure that sensitive data cannot leave the platform boundary through any channel.
[bookmark: _Toc223496239]8.1 Network-Level Controls
1. Private endpoints: All platform services (ADLS, Key Vault, Purview, Databricks, ADF, Event Hub, ACR) operate exclusively through private endpoints. Public endpoints are disabled at the resource level and blocked by Azure Policy. Approximately 25–30 private endpoints are deployed in production.
1. Network segmentation: Azure VNets with hub-spoke topology. NSGs applied at the subnet level with a default deny-all posture. Explicit allow rules created only for required traffic flows.
1. Egress filtering: All compute cluster outbound traffic routes through Azure Firewall via UDRs. Only whitelisted FQDNs are permitted (Databricks control plane, Azure services, approved package repositories). Default deny rule blocks and logs all unmatched egress.

[bookmark: _Toc223496240]8.2 Compute-Level Controls
1. DBFS download restriction: Local file download from Databricks notebooks disabled in production workspaces via workspace admin settings.
1. Cluster policies: Enforce approved instance types, auto-termination, Unity Catalog mode, and prohibit init scripts from untrusted sources.
1. PAT prohibition: Personal Access Tokens (PATs) disabled in production workspaces. Service principals use OAuth 2.0 M2M (client credentials flow).
1. IP access lists: Databricks workspaces accessible only from Greenfield corporate network IP ranges and Azure Bastion subnet.

[bookmark: _Toc223496241]8.3 Microsoft Purview DLP Policies
Microsoft Purview DLP policies are integrated with Microsoft 365 to prevent sensitive data from leaving the organization through collaboration channels. These policies scan content in email, Microsoft Teams, SharePoint, and OneDrive for sensitive data patterns (SIN, account numbers, credit card numbers) and block or quarantine messages containing detected sensitive content.
1. Email: Outbound emails containing detected PII are blocked and the sender is notified with remediation guidance.
1. Teams: Messages containing sensitive data patterns in external-facing Teams channels are blocked in real-time.
1. SharePoint/OneDrive: Files containing Restricted-classified data cannot be shared externally.

[bookmark: _Toc223496242]8.4 Fabric Export Controls
Fabric Power BI tenant settings restrict data export from reports. Restricted-classified datasets cannot be exported to CSV, Excel, or other formats. Visual-level export is disabled for dashboards containing sensitive data. These restrictions are enforced at the Fabric tenant level by sg-fabric-admins.


[bookmark: _Toc223496243]9. Privacy Controls — Law 25, PIPEDA, and Consent Management
The Modern Data Platform supports privacy requirements mandated by Quebec's Act Respecting the Protection of Personal Information in the Private Sector (Law 25), federal PIPEDA, and the internal privacy policies established by Greenfield' Chief Privacy Officer. This section details the technical capabilities that implement these requirements.
[bookmark: _Toc223496244]9.1 Consent Management Integration
The platform integrates with Greenfield' enterprise consent management system to enforce data usage restrictions based on individual consent. Consent metadata (purpose, scope, expiry, withdrawal status) is stored in a dedicated consent metadata store within the cat_customer catalog and referenced by data processing pipelines at runtime.
1. Consent check at ingestion: When personal data enters the Bronze layer, the ingestion pipeline queries the consent metadata store to verify that a valid consent exists for the declared processing purpose.
1. Purpose limitation enforcement: Gold-layer data products that are flagged as requiring consent (e.g., marketing analytics, profiling) include a consent-check step in their refresh pipeline. Records where consent has been withdrawn or has expired are excluded from the data product.
1. Consent withdrawal propagation: When a customer withdraws consent, the consent metadata store is updated, and downstream pipelines exclude the individual from the next refresh cycle. For real-time use cases, a streaming listener triggers immediate suppression.

[bookmark: _Toc223496245]9.2 Data Subject Access Requests (DSAR)
Under both Law 25 and PIPEDA, individuals have the right to access the personal information an organization holds about them. The platform provides automated DSAR workflows:
1. Discovery: When a DSAR is received, Purview data catalog is searched for all datasets containing the individual's identifiers (member ID, SIN, email). Unity Catalog lineage traces which Gold data products contain derived data about the individual.
1. Extraction: An automated pipeline extracts the individual's records from all identified datasets, applying column masks to redact third-party PII (e.g., joint account holders) while revealing the requester's own data.
1. Delivery: The extracted data is packaged into a structured report (PDF or machine-readable format) and delivered to the individual through a secure portal.

[bookmark: _Toc223496246]9.3 Right to Erasure
The right-to-erasure workflow handles requests to delete personal information, subject to regulatory retention requirements (e.g., AMF mandates 7-year retention for certain financial records). The workflow operates as follows:
1. Eligibility check: The erasure request is evaluated against retention policies. Data subject to active regulatory holds is flagged as non-erasable with a justification recorded.
1. Soft deletion: Eligible records are marked as deleted in the Gold layer (logical deletion flag), immediately excluding them from all downstream queries and data products.
1. Hard deletion: After confirmation and a cooling-off period, physical deletion is executed across Bronze, Silver, and Gold layers using Delta Lake VACUUM with targeted file rewriting.
1. Verification: Post-deletion verification scans confirm that the individual's PII no longer appears in any active dataset or materialized view.

[bookmark: _Toc223496247]9.4 Pseudonymization & Anonymization
The platform provides reusable functions in the curated layer for pseudonymization and anonymization, enabling analytics on sensitive data without exposing personal identifiers.

	Technique
	Implementation
	Use Case

	Pseudonymization (reversible)
	Deterministic encryption using AES-256-SIV with keys stored in Key Vault. Same plaintext always produces same ciphertext, enabling joins across pseudonymized datasets without revealing identity.
	Cross-domain analytics where referential integrity must be maintained but direct identifiers must be hidden from analysts.

	Anonymization (irreversible)
	K-anonymity enforcement (k ≥ 5) through generalization (age ranges, postal code truncation to FSA) and suppression of quasi-identifiers. Validated using re-identification risk scoring.
	Public reporting, open data initiatives, research datasets where re-identification must be prevented.

	Tokenization
	Format-preserving tokenization for account numbers and credit card numbers. Tokens maintain the same format as originals (enabling system compatibility) but are not derivable from the original.
	Downstream systems that require a consistent reference ID but must not hold the original sensitive value.

	Differential Privacy
	Noise injection for aggregate statistical queries. Calibrated epsilon values per query type to balance utility and privacy.
	AI/ML training datasets where individual records must not be memorizable by models.




[bookmark: _Toc223496248]10. Security Audit & Monitoring
Comprehensive audit logging and monitoring are essential for demonstrating regulatory compliance and detecting security incidents. Every data access event, privilege change, and security configuration modification is captured, centralized, and monitored.
[bookmark: _Toc223496249]10.1 Audit Log Sources

	Source
	Events Captured
	Destination

	Databricks Workspace Audit Logs
	Data access events, cluster lifecycle, admin configuration changes, SQL query history, secrets access, Unity Catalog grant changes
	Log Analytics workspace via diagnostic settings

	Azure Key Vault Diagnostic Logs
	Key access, secret reads, key creation/deletion, rotation events, policy changes
	Log Analytics; alerts for unexpected access patterns

	ADLS Gen2 Storage Analytics
	Read/write/delete operations, authentication method used, source IP
	Log Analytics; correlated with Unity Catalog access logs

	Entra ID Sign-in Logs
	Authentication events, Conditional Access evaluations, MFA challenges, sign-in risk assessments
	Log Analytics; integrated with Azure Sentinel

	Microsoft Purview Audit
	Classification scan results, sensitivity label changes, DLP policy matches, data catalog access
	Purview audit log; exported to Log Analytics

	Azure Firewall Logs
	Allowed and denied egress traffic, FQDN matches, threat intelligence matches
	Log Analytics; real-time alerting on denied traffic spikes



[bookmark: _Toc223496250]10.2 Security Alerting
Azure Monitor alert rules are configured for critical security events. Alerts are routed to the Greenfield Security Operations Center (SOC) and the CDO office security team through Azure Monitor action groups (email, Teams webhook, PagerDuty integration for critical alerts).
1. Privilege escalation: Alert when a user is added to sg-data-platform-admins, sg-governance-admins, or any elevated security group.
1. Unusual data access: Alert when a user or service principal accesses a volume of data significantly above their 30-day baseline (volumetric anomaly).
1. Key Vault anomaly: Alert on access from unknown service principals, bulk secret reads, or key deletion attempts.
1. Firewall deny spikes: Alert when denied egress attempts from compute subnets exceed threshold (potential data exfiltration attempt).
1. Failed authentication surge: Alert on repeated failed MFA challenges or Conditional Access blocks from a single identity (credential compromise indicator).

[bookmark: _Toc223496251]10.3 Compliance Reporting
Automated compliance dashboards are maintained in Power BI, drawing from the centralized Log Analytics workspace. These dashboards provide the CDO office, internal audit, and compliance teams with:
1. Data access reports by user, group, dataset, and time period for AMF and OSFI regulatory audits.
1. Privilege review reports showing current group memberships and RBAC/ABAC assignments for quarterly access reviews.
1. Data classification coverage showing the percentage of datasets scanned, classified, and protected by appropriate controls.
1. Privacy metrics including DSAR response times, consent coverage rates, and erasure completion statistics.
1. Encryption compliance showing CMK vs. MMK coverage by storage account and data classification level.


[bookmark: _Toc223496252]11. End-to-End Security Flow — Worked Example
To illustrate how all security layers combine, this section traces a concrete scenario: a data analyst from the personal banking division queries the Customer 360 dataset through a Databricks SQL Warehouse.

Step 1 — Authentication:
The analyst opens the Databricks workspace in their browser. The request is redirected to Azure Entra ID, which evaluates Conditional Access policies: the analyst is on a compliant corporate device, connected via ExpressRoute, and completes MFA. An OAuth 2.0 access token is issued containing the analyst's identity and group memberships (sg-data-analysts, sg-bu-personal-banking).

Step 2 — RBAC (Resource Layer):
The analyst's sg-data-analysts group membership grants them Reader access to the Databricks analytics workspace. They can see SQL Warehouses and execute queries, but cannot create clusters, notebooks, or modify workspace settings.

Step 3 — ABAC (Unity Catalog):
The analyst submits a SELECT query against cat_customer.gold.customer_360. Unity Catalog evaluates the analyst's grants: sg-data-analysts has been granted SELECT on this table.

Step 4 — Row-Level Security:
The table has a row filter function rls_by_business_unit attached. Unity Catalog evaluates the function: the analyst is not a member of sg-enterprise-view, so the filter restricts results to rows where business_unit = 'personal_banking' (matching the analyst's business_unit attribute from SCIM).

Step 5 — Column-Level Security & DDM:
Several columns have mask functions attached. The SIN column returns NULL because the analyst is not in sg-pii-authorized or sg-pii-partial. The account_number column returns the last 4 digits because sg-data-analysts is in sg-pii-partial. The name and email columns return partially masked values.

Step 6 — Encryption:
The underlying data on ADLS Gen2 (Gold layer) is encrypted at rest with CMK. The query results are transmitted from the SQL Warehouse to the analyst's browser over TLS 1.2. The analyst sees only the filtered, masked, encrypted-in-transit result set.

Step 7 — DLP:
The analyst cannot download the query results as a local file (DBFS download disabled). If the analyst attempts to copy data into an email, Purview DLP policies would detect sensitive patterns and block the transmission. The query, its results, and the security decisions made at each layer are recorded in the Databricks audit log for future review.


[bookmark: _Toc223496253]12. Security Governance & Operating Model
The security model is sustained by a governance operating model that defines roles, responsibilities, and processes for ongoing security management.
[bookmark: _Toc223496254]12.1 Security Roles & Responsibilities

	Role
	Responsibility
	Organizational Home

	Chief Data Officer (CDO)
	Overall accountability for data security policy, classification standards, and privacy compliance
	CDO Office — Data & AI Solutions

	Data Security Lead
	Defines and maintains RBAC/ABAC policies, manages security group lifecycle, reviews access audit reports
	Security & Data Privacy practice within CDO office

	Domain Data Owners
	Approve access grants to their domain's catalogs and schemas; validate RLS/CLS rules for their data products
	Business units (federated)

	Data Stewards
	Execute data classification reviews, manage sensitivity labels, investigate DQ-security intersections
	Governance & Data Quality practice

	Platform Security Engineers
	Implement security controls in Terraform, manage Key Vault, configure Conditional Access, maintain Firewall rules
	Architecture & Data Engineering practice

	Security Operations Center (SOC)
	Monitor security alerts, investigate incidents, execute incident response procedures
	Corporate IT Security (horizontal division)



[bookmark: _Toc223496255]12.2 Access Review Cadence
1. Quarterly: Full review of all Entra security group memberships by group owners. Stale accounts (no login in 90 days) flagged for removal.
1. Monthly: Review of Unity Catalog grants by domain data owners. New grants since last review validated against approved access request tickets.
1. Weekly: Automated scan of service principal permissions. Any SP with permissions exceeding its registered scope triggers an alert.
1. Continuous: Real-time monitoring of privileged operations (group additions, grant changes, Key Vault access) with automated alerting.

[bookmark: _Toc223496256]12.3 Change Management
All security configuration changes follow the platform's infrastructure-as-code workflow. RBAC assignments, Unity Catalog grants, row filter functions, column mask functions, Key Vault policies, NSG rules, and Firewall rules are defined in Terraform and deployed through CI/CD pipelines with mandatory code review, automated validation, and approval gates. No security changes are made manually in production.

[bookmark: _Toc223496257]Appendix A — Acronym Glossary
The following table provides definitions for all acronyms and abbreviations used throughout this document, listed in alphabetical order.

	Acronym
	Definition

	ABAC
	Attribute-Based Access Control — an authorization model that evaluates attributes (user, resource, environment) to determine access permissions

	ACL
	Access Control List — a list of permissions attached to an object specifying which users or system processes are granted access

	ACR
	Azure Container Registry — a managed Docker container registry service on Azure

	ADF
	Azure Data Factory — a cloud-based data integration service for creating ETL/ELT pipelines

	ADLS
	Azure Data Lake Storage — a scalable data lake solution built on Azure Blob Storage (Gen2)

	AES
	Advanced Encryption Standard — a symmetric block cipher algorithm used for data encryption (AES-256 uses a 256-bit key)

	AES-SIV
	AES Synthetic Initialization Vector — a deterministic authenticated encryption mode that produces the same ciphertext for the same plaintext and key

	AI
	Artificial Intelligence

	AMF
	Autorité des marchés financiers — the financial regulatory authority of Quebec

	ARM
	Azure Resource Manager — the deployment and management layer for Azure resources

	BGP
	Border Gateway Protocol — a routing protocol used to exchange routing information between autonomous systems on the internet and in ExpressRoute

	BI
	Business Intelligence

	BYOD
	Bring Your Own Device — a policy allowing employees to use personal devices for work

	CDO
	Chief Data Officer

	CI/CD
	Continuous Integration / Continuous Deployment — a set of practices for automating code building, testing, and deployment

	CLS
	Column-Level Security — a data access control that restricts visibility of specific columns based on user authorization

	CMK
	Customer-Managed Key — an encryption key owned and managed by the customer (Greenfield) rather than the cloud provider

	CRM
	Customer Relationship Management

	CSV
	Comma-Separated Values — a plain text file format for tabular data

	DAX
	Data Analysis Expressions — a formula language used in Power BI, Analysis Services, and Power Pivot

	DBFS
	Databricks File System — a distributed file system mounted into each Databricks workspace

	DDM
	Dynamic Data Masking — a security feature that applies runtime masking functions to sensitive columns at query time

	DLP
	Data Loss Prevention — policies and technologies that detect and prevent unauthorized data exfiltration

	DNS
	Domain Name System — a naming system that translates domain names to IP addresses

	DQ
	Data Quality

	DSAR
	Data Subject Access Request — a formal request by an individual to access the personal data an organization holds about them

	ETL/ELT
	Extract, Transform, Load / Extract, Load, Transform — data integration patterns for moving and processing data

	FIPS
	Federal Information Processing Standards — U.S. government computer security standards (FIPS 140-2 covers cryptographic modules)

	FQDN
	Fully Qualified Domain Name — the complete domain name for a specific host on the internet

	FSA
	Forward Sortation Area — the first three characters of a Canadian postal code

	HSM
	Hardware Security Module — a physical computing device that safeguards and manages cryptographic keys

	IP
	Internet Protocol — or Internet Protocol Address, a unique numerical identifier for devices on a network

	JDBC
	Java Database Connectivity — a Java API for connecting to and executing queries on databases

	KPI
	Key Performance Indicator

	M2M
	Machine-to-Machine — automated communication between systems without human interaction

	M365
	Microsoft 365 — Microsoft’s cloud-based productivity suite

	MACsec
	Media Access Control Security — IEEE 802.1AE standard for Layer 2 encryption of Ethernet traffic

	MDM
	Master Data Management — the practice of defining and managing an organization’s critical reference data

	MFA
	Multi-Factor Authentication — an authentication method requiring two or more verification factors

	MI
	Managed Identity — an Azure identity automatically managed by Azure AD for service-to-service authentication

	ML
	Machine Learning

	MMK
	Microsoft-Managed Key — an encryption key fully managed by Microsoft as the cloud provider

	NAS
	Numéro d’assurance sociale — the French-language equivalent of SIN (Social Insurance Number)

	NIC
	Network Interface Card — a hardware or virtual component connecting a device to a network

	NSG
	Network Security Group — an Azure resource containing security rules that allow or deny network traffic to Azure resources

	OAuth
	Open Authorization — an open standard for access delegation, commonly used for token-based authentication (OAuth 2.0)

	ODBC
	Open Database Connectivity — a standard API for accessing database management systems

	OIDC
	OpenID Connect — an authentication layer built on top of OAuth 2.0

	OSFI
	Office of the Superintendent of Financial Institutions — the federal regulator of banks, insurance companies, and pension plans in Canada

	PAT
	Personal Access Token — a user-generated token for authenticating API access (disabled in production at Greenfield)

	PE
	Private Endpoint — an Azure networking feature that provides a private IP address for an Azure service within a VNet

	PII
	Personally Identifiable Information — data that can identify an individual (e.g., name, SIN, address)

	PIPEDA
	Personal Information Protection and Electronic Documents Act — Canada’s federal privacy law governing private-sector organizations

	RBAC
	Role-Based Access Control — an authorization model that assigns permissions based on organizational roles

	REST
	Representational State Transfer — an architectural style for designing networked APIs

	RLS
	Row-Level Security — a data access control that restricts which rows a user can see in a table based on their attributes

	SAML
	Security Assertion Markup Language — an XML-based standard for exchanging authentication and authorization data between identity providers and service providers

	SCIM
	System for Cross-domain Identity Management — an open standard for automating user identity provisioning and deprovisioning

	SIN
	Social Insurance Number — a Canadian government-issued identification number for individuals

	SLA
	Service Level Agreement — a commitment between a service provider and a consumer defining expected service quality

	SOC
	Security Operations Center — a centralized team responsible for monitoring and responding to security incidents

	SP
	Service Principal — an Azure AD identity used by applications and automated tools to access Azure resources

	SQL
	Structured Query Language — a programming language for managing and querying relational databases

	SSO
	Single Sign-On — an authentication scheme that allows a user to log in once and access multiple applications

	TLS
	Transport Layer Security — a cryptographic protocol for secure communication over a network (TLS 1.2 is the minimum version enforced)

	TOC
	Table of Contents

	UC
	Unity Catalog — Databricks’ unified governance solution for data and AI assets

	UDR
	User-Defined Route — a custom route in Azure networking that overrides default system routes to direct traffic through specific paths

	VNet
	Virtual Network — an Azure-managed isolated network providing secure communication between Azure resources

	VP
	Vice-President
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