Greenfield — Modern Data Platform	Databricks-primary Architecture (v8.0)

APPENDIX C
FinOps & Sector Chargeback
Implementation Architecture for Cost Attribution
Databricks-primary Architecture — v8.0


Greenfield | Architecture & Data Engineering Practice
Classification: Internal — Confidential  |  March 2026


1.  Introduction & Objectives


This appendix specifies the end-to-end FinOps implementation for the Greenfield Modern Data Platform (MDP) under the Databricks-primary architecture. The objective is to enable accurate, transparent, and auditable cost attribution to each business sector (Banking, Insurance, Wealth) and the transversal Enterprise layer, enabling monthly chargeback to sector cost centres.
The design is organised into five sequential implementation layers, each building on the previous. Layers 1 and 2 are prerequisites for all downstream layers.

1.1  Cost Anatomy
The Databricks-primary stack generates costs across five categories with materially different attribution approaches:

	Cost Category
	Primary Driver
	Attribution Difficulty
	% of Total Bill (est.)

	Databricks DBUs
	Clusters, SQL Warehouses, DLT, Serverless
	Low — fully taggable at source
	45–55%

	Azure Compute (VMs)
	Underlying cluster virtual machines
	Low — tags propagate from Databricks
	20–30%

	ADLS Gen2 Storage
	Data lake reads, writes, transactions
	Medium — per-container allocation
	10–15%

	Networking
	Private Link, VNet peering, egress
	High — shared infrastructure
	5–10%

	Platform Fees
	Control plane, Unity Catalog metastore
	High — requires allocation key
	5–10%



Note:  DBUs and underlying compute account for 65–85% of total spend and are fully attributable via tagging. Focus enforcement effort here before addressing storage and networking.

1.2  Sector Scope
The chargeback model covers the following cost centres, aligned with the Unity Catalog sector topology defined in Appendix C:

	Sector
	UC Catalog
	Cost Centre Prefix
	Steward Group

	Banking
	banking_prod
	CC-BNK-*
	grp_uc_banking_steward

	Insurance
	insurance_prod
	CC-INS-*
	grp_uc_insurance_steward

	Wealth
	wealth_prod
	CC-WLT-*
	grp_uc_wealth_steward

	Enterprise
	ent_shared
	CC-ENT-*
	grp_uc_enterprise_steward




	LAYER
1
	Mandatory Tagging via Cluster Policies
Foundational attribution control — prerequisite for all downstream layers



Tagging is the foundational mechanism. Every cluster, SQL Warehouse, and DLT pipeline in Databricks must carry a mandatory tag set. Without policy enforcement, teams will omit tags and cost attribution collapses. Azure propagates Databricks custom tags to the underlying VMs within approximately 15 minutes, making them visible in Azure Cost Management automatically.

1.1  Canonical Tag Taxonomy
The following seven tags are mandatory on all compute resources. The first four are enforced as fixed or allowlisted values via Cluster Policies; the last three are free-text but pattern-validated.

	Tag Key
	Type
	Allowed Values / Pattern
	Purpose

	sector
	Fixed (per policy)
	banking | insurance | wealth | enterprise
	Primary chargeback dimension

	domain
	Allowlist (per policy)
	e.g. personal_banking, pc, life, wealth_mgmt
	Secondary attribution to UC domain

	environment
	Allowlist
	dev | uat | prod
	Environment cost split

	cost_center
	Regex
	CC-[A-Z]{3}-[0-9]{5}
	Finance system join key

	project
	Free text
	String, max 64 chars
	Initiative-level tracking

	team
	Free text
	String, max 64 chars
	Team-level attribution

	data_tier
	Allowlist
	bronze | silver | gold | shared
	Medallion layer attribution



1.2  Cluster Policy Definition (per sector)
One Cluster Policy is created per sector and assigned to all workspace users within that sector. The policy enforces fixed sector tags and restricts domain values to those belonging to the sector. The following example shows the Banking sector policy:

  Cluster Policy: banking_sector_policy
-- Banking Cluster Policy (JSON fragment)
{
  "custom_tags.sector":      { "type": "fixed",     "value": "banking" },
  "custom_tags.domain":      { "type": "allowlist", "values":
                               ["personal_banking","enterprise_banking","payments"] },
  "custom_tags.environment": { "type": "allowlist", "values": ["dev","uat","prod"] },
  "custom_tags.cost_center": { "type": "regex",     "pattern": "^CC-BNK-[0-9]{5}$" },
  "custom_tags.project":     { "type": "unlimited" },
  "custom_tags.team":        { "type": "unlimited" },
  "custom_tags.data_tier":   { "type": "allowlist", "values":
                               ["bronze","silver","gold","shared"] },
  "autotermination_minutes": { "type": "range", "minValue": 30, "maxValue": 120 },
  "node_type_id":            { "type": "allowlist", "values":
                               ["Standard_DS3_v2","Standard_DS4_v2","Standard_E8s_v3"] }
}

Note:  Replicate this policy for insurance_sector_policy (CC-INS-*), wealth_sector_policy (CC-WLT-*), and enterprise_sector_policy (CC-ENT-*), adjusting the sector, domain allowlist, and cost_center pattern accordingly.

1.3  SQL Warehouse Tagging
SQL Warehouses are provisioned by workspace administrators and tagged at creation time. They cannot use Cluster Policies, so tagging must be enforced via IaC (Terraform) and a quarterly audit. Each sector has dedicated SQL Warehouses; shared warehouses are tagged with sector: enterprise.

  Terraform: SQL Warehouse provisioning
-- Terraform: SQL Warehouse with mandatory tags
resource "databricks_sql_endpoint" "banking_wh" {
  name             = "banking-prod-wh-01"
  cluster_size     = "Medium"
  auto_stop_mins   = 30
  tags {
    custom_tags {
      key   = "sector"
      value = "banking"
    }
    custom_tags {
      key   = "environment"
      value = "prod"
    }
    custom_tags {
      key   = "cost_center"
      value = "CC-BNK-00001"
    }
  }
}

1.4  DLT Pipeline Tagging
Delta Live Tables pipelines inherit tags from their configuration JSON. Tags must be specified in the pipeline settings and are propagated to the underlying job clusters automatically.

  DLT Pipeline: tag configuration
-- DLT Pipeline configuration (JSON)
{
  "name": "personal_banking_silver_pipeline",
  "clusters": [{
    "label": "default",
    "custom_tags": {
      "sector":      "banking",
      "domain":      "personal_banking",
      "data_tier":   "silver",
      "environment": "prod",
      "cost_center": "CC-BNK-00100"
    }
  }]
}

1.5  Tagging Compliance Enforcement
Tagging compliance is enforced through three mechanisms:
1. Policy enforcement.  Preventive: Cluster Policies block cluster creation without mandatory tags for interactive clusters.
1. Automated audit.  Detective: A daily compliance job queries system.compute.clusters and system.billing.usage to identify untagged or mistagged resources. Results land in Bronze as raw_tagging_audit.
1. Steward accountability.  Corrective: The sector data steward receives a weekly compliance report. Resources with missing tags for more than 72 hours trigger an automatic notification to the team lead.


	LAYER
2
	Databricks System Tables
Granular billing source of truth — richer than Azure Cost Management



Databricks System Tables expose granular billing, compute, and job metadata at the workspace level. They are the primary cost data source for the MDP FinOps pipeline because they provide DBU-type-level granularity, workload identity, user attribution, and custom tag values — none of which are available in Azure Cost Management alone.

2.1  Enabling System Tables
System Tables must be enabled by an account-level administrator on the Unity Catalog metastore. The following schemas are required for the FinOps use case:

  Enable System Table schemas
-- Enable required system schemas (account admin)
ALTER SYSTEM ENABLE SCHEMA system.billing;    -- DBU consumption & pricing
ALTER SYSTEM ENABLE SCHEMA system.compute;    -- Cluster metadata
ALTER SYSTEM ENABLE SCHEMA system.jobs;       -- Job run history
ALTER SYSTEM ENABLE SCHEMA system.lakeflow;   -- DLT pipeline runs
ALTER SYSTEM ENABLE SCHEMA system.access;     -- Audit log (for user attribution)


2.2  Key System Tables Overview
	System Table
	Key Columns
	FinOps Use

	system.billing.usage
	usage_date, sku_name, usage_quantity, list_price_per_dbu, tags, workspace_id, cloud_resource_id
	Primary cost attribution by tag

	system.billing.list_prices
	price_start_date, sku_name, list_price_per_dbu
	DBU unit price lookup for cost calculation

	system.compute.clusters
	cluster_id, cluster_name, creator_user_name, custom_tags, cluster_source
	Cluster metadata enrichment

	system.jobs.runs
	run_id, job_id, job_name, run_duration, cluster_instance_ids
	Job-level cost attribution

	system.lakeflow.pipeline_runs
	pipeline_id, pipeline_name, run_state, start_time, end_time
	DLT pipeline cost attribution

	system.access.audit
	event_time, user_identity, action_name, request_params
	User-level activity audit



2.3  Core Chargeback Query (Sector Monthly)
The primary aggregation query joins billing usage with list prices and produces the monthly cost summary per sector, domain, environment, and SKU type. All costs are in USD; conversion to CAD is applied in the Silver layer (see Layer 4).

  SQL: sector_monthly_cost
-- Monthly sector chargeback summary
SELECT
  date_trunc('month', u.usage_date)           AS billing_month,
  u.workspace_id,
  u.tags["sector"]                            AS sector,
  u.tags["domain"]                            AS domain,
  u.tags["environment"]                       AS environment,
  u.tags["cost_center"]                       AS cost_center,
  u.tags["data_tier"]                         AS data_tier,
  u.sku_name,
  SUM(u.usage_quantity)                       AS total_dbus,
  SUM(u.usage_quantity * p.list_price_per_dbu) AS cost_usd
FROM system.billing.usage u
JOIN system.billing.list_prices p
  ON u.sku_name = p.sku_name
 AND p.price_start_date = (
     SELECT MAX(price_start_date)
     FROM system.billing.list_prices
     WHERE sku_name = u.sku_name
       AND price_start_date <= u.usage_date)
WHERE u.usage_date >= date_trunc('month', current_date - interval 1 month)
  AND u.tags["sector"] IS NOT NULL
GROUP BY 1,2,3,4,5,6,7,8
ORDER BY billing_month, sector, domain;


2.4  Workload-Level Attribution Query
For detailed chargeback investigation and capacity planning, costs are attributed at the job and pipeline level by joining billing usage with compute and job metadata:

  SQL: job_level_cost_attribution
-- Job-level cost attribution
SELECT
  r.run_id,
  r.job_name,
  c.creator_user_name,
  c.custom_tags["sector"]    AS sector,
  c.custom_tags["domain"]    AS domain,
  c.custom_tags["cost_center"] AS cost_center,
  SUM(u.usage_quantity)      AS dbus_consumed,
  SUM(u.usage_quantity * p.list_price_per_dbu) AS job_cost_usd,
  date_diff('minute', r.start_time, r.end_time) AS duration_minutes
FROM system.jobs.runs r
JOIN system.compute.clusters c
  ON ARRAY_CONTAINS(r.cluster_instance_ids, c.cluster_id)
JOIN system.billing.usage u
  ON u.cloud_resource_id = c.cluster_id
 AND date_trunc('day', u.usage_date) = date_trunc('day', r.start_time)
JOIN system.billing.list_prices p
  ON u.sku_name = p.sku_name
 AND p.price_start_date <= u.usage_date
WHERE r.start_time >= date_trunc('month', current_date - interval 1 month)
GROUP BY 1,2,3,4,5,6,9
ORDER BY job_cost_usd DESC;


2.5  Untagged Resource Detection
A daily audit query identifies compute resources with missing or malformed tags so stewards can act within the 72-hour remediation SLA:

  SQL: untagged_resource_audit
-- Untagged or mistagged resource detection
SELECT
  usage_date,
  sku_name,
  cloud_resource_id,
  tags["sector"]      AS sector_tag,
  tags["cost_center"] AS cost_center_tag,
  SUM(usage_quantity) AS unattributed_dbus
FROM system.billing.usage
WHERE usage_date >= current_date - interval 7 days
  AND (tags["sector"] IS NULL
   OR tags["cost_center"] IS NULL
   OR tags["cost_center"] NOT RLIKE '^CC-[A-Z]{3}-[0-9]{5}$')
GROUP BY 1,2,3,4,5
ORDER BY unattributed_dbus DESC;



	LAYER
3
	Shared Cost Allocation
Platform-level costs distributed via a DBU consumption key



Certain platform-level cost categories cannot be directly attributed via tags because they are inherently shared infrastructure. These costs must be allocated across sectors using an agreed key. The allocation methodology must be approved by Finance and sector heads before go-live.

3.1  Non-Attributable Cost Categories
	Cost Category
	Examples
	Allocation Method

	Databricks control plane fees
	Per-workspace subscription fee, account management
	DBU consumption ratio

	Unity Catalog metastore
	Metastore hosting, Delta Sharing infrastructure
	DBU consumption ratio

	ent_shared promotion jobs
	Compute for Bronze→Silver→Gold promotion into ent_shared
	Consumer sector read ratio

	Azure Private Link
	Private endpoints for Databricks, ADLS, Key Vault
	DBU consumption ratio

	Azure Monitor / Log Analytics
	Platform observability, audit logging
	Equal split (4 sectors)

	Disaster Recovery (Canada East)
	Replication, DR compute standby
	Equal split (4 sectors)



3.2  Allocation Key Methodology
Two options are available. Option A is recommended for Greenfield as it is self-adjusting and defensible under OSFI cost transparency expectations.

	Option
	Method
	Pros
	Cons
	Recommended

	A — DBU Ratio
	Each sector’s share = sector DBUs / total attributed DBUs for the period
	Auto-rebalances monthly; proportional to actual usage; auditable
	Slightly more complex to compute; may disadvantage fast-growing sectors
	Yes — recommended

	B — Fixed Weight
	Static split negotiated with Finance (e.g. BNK 40%, INS 30%, WLT 20%, ENT 10%)
	Simple; predictable for budgeting
	Becomes stale as usage patterns shift; requires renegotiation
	No



3.3  DBU Allocation Key Computation
  SQL: shared_cost_allocation
-- Step 1: Compute sector DBU shares for the billing month
WITH sector_dbus AS (
  SELECT
    tags["sector"]      AS sector,
    SUM(usage_quantity) AS sector_dbus
  FROM system.billing.usage
  WHERE usage_date BETWEEN :month_start AND :month_end
    AND tags["sector"] IS NOT NULL
  GROUP BY 1
),
total AS (
  SELECT SUM(sector_dbus) AS total_dbus FROM sector_dbus
)
SELECT
  s.sector,
  s.sector_dbus,
  t.total_dbus,
  ROUND(s.sector_dbus / t.total_dbus, 6)  AS allocation_pct
FROM sector_dbus s
CROSS JOIN total t
ORDER BY s.sector;

-- Step 2: Apply allocation key to shared costs
SELECT
  a.sector,
  a.allocation_pct,
  s.shared_cost_usd,
  ROUND(a.allocation_pct * s.shared_cost_usd, 2) AS allocated_cost_usd
FROM sector_allocation a
CROSS JOIN (SELECT SUM(amount_usd) AS shared_cost_usd
            FROM silver.billing_shared_costs
            WHERE billing_month = :month_start) s;


3.4  ent_shared Consumer Attribution
Compute costs for the ent_shared promotion pipeline (Bronze→Silver→Gold) are allocated by consumer sector read volume rather than DBU ratio, since the cost is driven by how much each sector reads from ent_shared. This is computed monthly from Unity Catalog access logs in system.access.audit:
  SQL: ent_shared consumer attribution
-- ent_shared read volume by sector (for promotion cost allocation)
SELECT
  request_params["catalogName"]   AS catalog_accessed,
  request_params["schemaName"]    AS schema_accessed,
  user_identity["email"],
  -- Map user to sector via SCIM group membership (joined from identity table)
  sec.sector,
  COUNT(*)                        AS read_operations
FROM system.access.audit a
JOIN silver.identity_sector_map sec
  ON a.user_identity["email"] = sec.user_email
WHERE action_name IN ('getTable', 'commandSubmit')
  AND request_params["catalogName"] = 'ent_shared'
  AND event_time BETWEEN :month_start AND :month_end
GROUP BY 1,2,3,4
ORDER BY read_operations DESC;



	LAYER
4
	MDP Billing Pipeline
Medallion cost data product published to ent_shared.finops



The billing data is modelled within the MDP’s own Medallion architecture, transforming raw system table data into a governed cost data product. This makes cost information subject to the same quality gates, lineage tracking, and access controls as any other Gold-layer asset at Greenfield.

4.1  Pipeline Architecture
  MDP FinOps Pipeline Architecture
  system.billing.usage          system.compute.clusters
  system.billing.list_prices    system.jobs.runs
  system.lakeflow.pipeline_runs system.access.audit
  Azure Cost Management export (ADLS)
           |
           v   Daily ingestion job (07:00 UTC, after Databricks billing refresh)
  +---------+-----------------------------------------------+
  |  BRONZE   banking_dev/prod.finops_bronze.*              |
  |            raw_dbu_usage                                |
  |            raw_azure_costs                              |
  |            raw_cluster_metadata                         |
  |            raw_tagging_audit                            |
  +---------+-----------------------------------------------+
           |
           v   Enrichment job (08:00 UTC)
  +---------+-----------------------------------------------+
  |  SILVER   banking_dev/prod.finops_silver.*              |
  |            billing_enriched       (DBU + Azure unified) |
  |            shared_cost_allocation (Layer 3 logic)       |
  |            tagging_compliance                           |
  |            cad_fx_rates           (BoC daily rate)      |
  +---------+-----------------------------------------------+
           |
           v   Gold promotion job (09:00 UTC)
  +---------+-----------------------------------------------+
  |  GOLD     ent_shared.finops.*                           |
  |            sector_monthly_costs   (chargeback input)    |
  |            domain_daily_costs     (ops monitoring)      |
  |            tagging_compliance_kpi                       |
  |            finops_dashboard_feed  (Power BI via Fabric) |
  +---------+-----------------------------------------------+


4.2  Bronze Layer — Raw Ingestion
Bronze ingests system table data without transformation to preserve full fidelity for audit and replay. Data is partitioned by usage_date and written as Delta tables with OPTIMIZE + ZORDER on (usage_date, sector_tag) for query performance.
  Bronze: raw_dbu_usage ingestion
-- Bronze ingestion job (PySpark / Databricks notebook)

# Incremental load from system.billing.usage
df_usage = spark.table("system.billing.usage") \
    .filter(col("usage_date") >= last_watermark) \
    .withColumn("ingestion_ts", current_timestamp()) \
    .withColumn("sector_tag",   col("tags")["sector"]) \
    .withColumn("cost_center_tag", col("tags")["cost_center"])

df_usage.write \
    .format("delta") \
    .mode("append") \
    .partitionBy("usage_date") \
    .saveAsTable("banking_prod.finops_bronze.raw_dbu_usage")

# Tagging audit snapshot
df_untagged = df_usage.filter(
    col("sector_tag").isNull() | col("cost_center_tag").isNull()
)
df_untagged.write.format("delta").mode("overwrite") \
    .saveAsTable("banking_prod.finops_bronze.raw_tagging_audit")


4.3  Silver Layer — Enrichment & Allocation
Silver applies business rules: joining with list prices, enriching with cost centre master data, applying the shared cost allocation key, and converting costs from USD to CAD using the Bank of Canada daily exchange rate. The result is a unified cost record per resource per day.
  Silver: billing_enriched
-- Silver enrichment (conceptual)

# 1. Join billing usage with list prices
df_costed = df_usage.join(
    df_list_prices,
    on=["sku_name"],
    how="left"
).withColumn("cost_usd",
    col("usage_quantity") * col("list_price_per_dbu")
)

# 2. Enrich with cost centre master (Finance system integration)
df_enriched = df_costed.join(
    df_cost_centre_master,
    on=col("cost_center_tag") == col("cc_code"),
    how="left"
)

# 3. Apply shared cost allocation
df_with_shared = df_enriched.union(
    df_shared_costs_allocated  # from Layer 3 computation
)

# 4. Convert to CAD (Bank of Canada daily rate)
df_silver = df_with_shared.join(df_boc_fx, on="usage_date", how="left") \
    .withColumn("cost_cad", col("cost_usd") * col("usd_cad_rate"))

df_silver.write.format("delta").mode("overwrite") \
    .option("overwriteSchema", "false") \
    .partitionBy("billing_month", "sector") \
    .saveAsTable("ent_shared_dev.finops_silver.billing_enriched")


4.4  Gold Layer — ent_shared.finops Data Product
Gold publishes four tables to ent_shared.finops, each representing a distinct consumer use case. These tables are subject to the standard shared data product contract (SLA, DQ score, owner, sensitivity tag).

	Gold Table
	Granularity
	Primary Consumer
	Refresh

	sector_monthly_costs
	Sector / Month
	Finance (chargeback invoicing)
	Monthly T+1

	domain_daily_costs
	Domain / Day / SKU
	Sector stewards (ops monitoring)
	Daily 09:00

	tagging_compliance_kpi
	Workspace / Day
	Platform team, sector stewards
	Daily 09:00

	finops_dashboard_feed
	Sector / Domain / Day / SKU
	Power BI via Fabric semantic model
	Daily 09:00



  Gold: data product contract
-- Gold table property block (apply to all ent_shared.finops tables)
ALTER TABLE ent_shared.finops.sector_monthly_costs
SET TBLPROPERTIES (
  'product.owner'        = 'data-products-central@greenfield.ca',
  'product.sla_tier'     = 'gold',
  'product.refresh_freq' = 'monthly_T+1',
  'product.consumers'    = 'finance,banking,insurance,wealth,enterprise',
  'product.dq_score_min' = '0.99',
  'purview.sensitivity'  = 'internal'
);



	LAYER
5
	Azure Cost Management
Full-picture cost view: DBUs + Compute + Storage + Networking



Azure Cost Management complements Databricks System Tables by providing the complete Azure cost picture, including storage, networking, Private Link, and platform fees not visible in Databricks billing. The two data sources are unified in the Silver layer of the MDP billing pipeline.

5.1  Azure Resource Structure & Tag Propagation
Databricks custom tags propagate to the underlying Azure VMs within approximately 15 minutes. For this propagation to work reliably, the Databricks workspace must be deployed in a resource group that does not override or block tag inheritance. Verify the following in Azure Policy:
1. Policy check.  No Azure Policy assignment exists on the subscription or resource group that denies or modifies custom tags on Virtual Machine resources.
1. Tag inheritance.  The Databricks-managed resource group (databricks-rg-*) has the Allow tag inheritance option enabled at the subscription level.
1. RBAC.  The service principal used by Databricks has the Tag Contributor role on the managed resource group.

5.2  Budget Alerts per Sector
Configure one Azure Budget per sector, scoped to tag filter sector = <value>. Alerts fire at 80% and 100% of monthly budget threshold, notifying the sector data steward and the platform FinOps owner.
  Azure CLI: sector budget
# Azure CLI: create sector budget with tag filter
az consumption budget create \
  --budget-name "budget-banking-prod-monthly" \
  --amount 50000 \
  --time-grain Monthly \
  --start-date 2026-04-01 \
  --end-date 2027-03-31 \
  --resource-group rg-mdp-banking-prod \
  --filter-tag "sector=banking" \
  --notifications '[
    {"enabled":true,"operator":"GreaterThan","threshold":80,
     "contactEmails":["banking-steward@greenfield.ca","finops@greenfield.ca"]},
    {"enabled":true,"operator":"GreaterThan","threshold":100,
     "contactEmails":["banking-steward@greenfield.ca","cdo-office@greenfield.ca"]}
  ]'


5.3  Cost Export to ADLS
Configure a daily Azure Cost Management export to ADLS Gen2 for ingestion into the MDP Bronze layer. This export covers all Azure resource costs in the subscription, filtered by the MDP resource groups, and lands as Parquet files in the Bronze storage container.
  Azure Cost Export configuration
# Export configuration (Azure Portal or ARM)
Export name:        mdp-daily-cost-export
Export type:        Daily export of month-to-date costs
Start date:         2026-04-01
Storage account:    stgreenfieldmdpprod
Container:          bronze-azure-costs
Directory:          finops/azure-cost-export/{Year}/{Month}/
Format:             Parquet
Compression:        Snappy

# Scope: subscription filtered to MDP resource groups
Resource groups:    rg-mdp-banking-prod, rg-mdp-insurance-prod,
                    rg-mdp-wealth-prod, rg-mdp-shared-prod



6.  Governance & Reporting Cycle


6.1  Monthly Chargeback Cycle
The chargeback process follows a five-step monthly cycle, anchored to the first business day after month-end. The CDO office is accountable for the overall cycle; sector stewards validate their sector’s numbers before Finance issues chargeback invoices.

	Step
	Timing
	Action
	Owner

	1
	T+1 business day
	Silver job refreshes billing_enriched with prior month actuals. Gold tables updated. Tagging compliance KPI computed.
	Platform team

	2
	T+2 business day
	Sector stewards review their sector’s cost breakdown in the Power BI FinOps dashboard. Flag anomalies or misattributions.
	Sector stewards

	3
	T+3 business day
	Finance reviews sector_monthly_costs Gold table. Reconciles against Azure Cost Management billing statement. Approves totals.
	Finance / CDO office

	4
	T+4 business day
	Chargeback invoices generated per sector cost centre from the Gold table and issued via the internal accounting system.
	Finance

	5
	T+5 business day
	Monthly FinOps review meeting: top cost drivers, tagging compliance score, budget vs. actual by sector. Actions logged.
	CDO office + sector leads



6.2  Tagging Compliance Score
The tagging compliance score is the single most effective enforcement lever. It measures the percentage of total DBUs in the billing period that carry valid sector and cost_center tags. The score is published in the FinOps Power BI dashboard and reported to sector heads monthly.
  SQL: tagging_compliance_kpi
-- Tagging compliance KPI
SELECT
  billing_month,
  sector_tag,
  SUM(CASE WHEN sector_tag IS NOT NULL
            AND cost_center_tag IS NOT NULL
            AND cost_center_tag RLIKE '^CC-[A-Z]{3}-[0-9]{5}$'
            THEN usage_quantity ELSE 0 END)
    / SUM(usage_quantity)                AS tagging_compliance_rate,
  SUM(CASE WHEN sector_tag IS NULL
            OR cost_center_tag IS NULL
            THEN usage_quantity ELSE 0 END) AS unattributed_dbus
FROM bronze.finops_bronze.raw_dbu_usage
GROUP BY billing_month, sector_tag
ORDER BY billing_month, sector_tag;


6.3  FinOps Dashboard Key Metrics
The Power BI FinOps dashboard, powered by the finops_dashboard_feed Gold table via a Fabric semantic model, exposes the following KPI pages:

	Dashboard Page
	Key Metrics
	Primary Audience

	Executive Summary
	Total MDP spend (CAD), sector split, budget vs. actual, MoM trend
	CDO, sector VPs

	Sector Chargeback
	Monthly cost per sector by SKU type, domain breakdown, cost centre detail
	Sector stewards, Finance

	Workload Analysis
	Top 20 most expensive jobs/pipelines, cost per run, DBU efficiency ratio
	Domain leads, engineers

	Tagging Compliance
	Compliance rate by sector, unattributed DBU trend, remediation backlog
	Platform team, stewards

	Budget Tracking
	Budget vs. actual by sector, forecast to month-end, alert history
	Finance, CDO office

	Shared Cost Ledger
	Platform fee breakdown, allocation key per month, ent_shared cost split
	Finance, CDO office




7.  Implementation Summary


The table below consolidates all architectural decisions across the five implementation layers, with recommended posture and rationale.

	Layer
	Decision
	Recommended Posture
	Rationale

	1 — Tagging
	Tag enforcement mechanism
	Cluster Policies with fixed sector tag + allowlisted domain and cost_center regex
	Preventive control; cannot be bypassed at cluster creation

	1 — Tagging
	SQL Warehouse tagging
	Terraform IaC with mandatory tag block; quarterly compliance audit
	SQL Warehouses do not support Cluster Policies; IaC is the equivalent control

	2 — System Tables
	Billing data source
	system.billing.usage as primary; Azure Cost Management as secondary
	System tables provide DBU-level granularity and tag values not available in Azure CM

	2 — System Tables
	List price join
	JOIN with system.billing.list_prices using latest price before usage_date
	Handles list price changes mid-month without introducing pricing errors

	3 — Allocation
	Shared cost method
	DBU consumption ratio (Option A), recalculated monthly
	Self-adjusting; proportional to actual platform usage; defensible under OSFI scrutiny

	3 — Allocation
	ent_shared attribution
	Consumer read volume from system.access.audit
	Fairer than DBU ratio for shared product costs driven by read, not write, operations

	4 — Pipeline
	Currency
	USD in Silver; CAD conversion applied in Silver using BoC daily rate
	Databricks and Azure bill in USD; Greenfield reports in CAD

	4 — Pipeline
	Gold data product ownership
	ent_shared.finops owned by grp_data_products_central
	Consistent with shared product governance model in Appendix C

	5 — Azure CM
	Export format
	Parquet to ADLS, ingested into Bronze
	Enables unified Silver model with DBU data; avoids manual CSV handling

	5 — Azure CM
	Budget scope
	Tag-filtered budget per sector; alert at 80% and 100%
	Early warning before month-end overage; sector accountability

	6 — Governance
	Chargeback cycle
	T+5 business day cycle with steward validation before Finance invoicing
	Allows anomaly correction before chargeback is issued

	6 — Governance
	Compliance enforcement
	Tagging compliance score published monthly; steward accountability
	Non-punitive but visible; drives behaviour without heavy process overhead
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