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[bookmark: _Toc223495683]1. Purpose & Scope
This document is the Azure infrastructure companion to the Modern Data Platform – High-Level Reference Architecture (v8.0). While the reference architecture defines the logical layers, technology platform mapping, governance model, and data flows, this document translates those decisions into a concrete Azure deployment design.
It covers the physical infrastructure required to host and operate the three technology pillars—Databricks, Microsoft Fabric, and SAS Viya—on Microsoft Azure, along with all supporting services for networking, identity, security, monitoring, disaster recovery, cost management, and infrastructure automation.
[bookmark: _Toc223495684]1.1 Audience
This document is intended for cloud architects, infrastructure engineers, platform engineers, security architects, and the Data Architecture Review Board. It assumes familiarity with the reference architecture document and Azure cloud services.
[bookmark: _Toc223495685]1.2 Relationship to Reference Architecture
Every infrastructure decision in this document traces back to an architecture decision (AD-01 through AD-09) or a design principle in the reference architecture. Where the reference architecture specifies ‘what’ and ‘why,’ this document specifies ‘where’ and ‘how’ on Azure.
	Architecture Decision
	Infrastructure Implication

	AD-01: Delta Lake as canonical format
	ADLS Gen2 storage accounts with hierarchical namespace enabled; Delta Lake–optimized container layout

	AD-02: Databricks as primary platform
	Databricks workspaces deployed in VNet-injected mode with Unity Catalog metastore; dedicated SQL Warehouse clusters

	AD-03: Fabric as BI serving layer only
	Fabric capacity (F-SKU) sized for Power BI Direct Lake workloads; OneLake shortcuts configured to ADLS Gen2

	AD-04: SAS Viya on Compute Server
	AKS cluster or VM-based deployment for SAS Viya Compute Server; JDBC connectivity to Databricks SQL Warehouses

	AD-05: Three-tier catalog
	Purview account, Unity Catalog metastore, Manta deployment (SaaS or IaaS)

	AD-07: ADLS Gen2 shared substrate
	Centralized storage accounts with private endpoints, RBAC, and lifecycle policies





[bookmark: _Toc223495686]Architecture Overview
The following diagram illustrates how the Medallion architecture (Bronze → Silver → Gold) maps onto the Azure infrastructure described in this document. It shows the physical deployment of each layer across ADLS Gen2 storage accounts, Databricks compute workspaces, five consumption endpoints (Power BI via Fabric Direct Lake, SQL Warehouses, ML/AI, SAS Viya, and future Fabric IQ), and the cross-cutting governance, security, and observability services. All services communicate through private endpoints within the VNet-injected network topology.
[image: ]
Figure 1 – Medallion Architecture: Physical Deployment on Azure Infrastructure
Key data flow: Source systems connect via ExpressRoute through the hub VNet to the ingestion layer (ADF, Auto Loader, Event Hub). Data lands in the ADLS staging zone, passes through Purview’s sampling-based quality gate (Tier 1 DQ), and enters the Bronze layer as immutable Delta tables. Databricks DLT pipelines transform data through Silver (with Tier 2 quality enforcement via DLT Expectations and Great Expectations) to Gold (gated by Tier 3 SLA checks requiring ≥99.5% CDE completeness). Gold data products are served to five consumption channels: Power BI via Fabric Direct Lake shortcuts, Databricks SQL Warehouses, ML/AI pipelines, SAS Viya Compute Server (via JDBC to enforce Unity Catalog security), and future Fabric IQ agents. All communication flows through private endpoints within the VNet, with egress controlled by Azure Firewall Premium in the hub.


[bookmark: _Toc223495687]Azure Infrastructure Topology
Figure 2 provides a comprehensive view of the entire Azure infrastructure supporting the Modern Data Platform. It maps every subscription, resource group, VNet, subnet, storage account, compute resource, and governance service into a single topology view. The diagram is organized around the six Azure subscriptions that form the platform’s resource hierarchy, showing how hub-spoke networking, private endpoints, identity management, and the three-tier governance model are physically deployed.
[image: ]
Figure 2 – Azure Infrastructure Topology: Subscriptions, Resource Groups, Networking, Storage & Compute
The topology highlights the following design principles:
1. Hub-spoke network isolation: All spoke VNets (prod, non-prod, SAS) peer exclusively to the connectivity hub. Azure Firewall Premium in the hub inspects all egress traffic with FQDN-based rules and TLS inspection. No direct spoke-to-spoke peering is permitted.
1. Subscription-level isolation: Six subscriptions provide cost isolation, RBAC boundaries, and policy enforcement: connectivity, production data platform, non-production, SAS Viya, Fabric, and management/DevOps.
1. Zero-trust private networking: All platform services (ADLS, Key Vault, Purview, Databricks, Event Hub, ADF) are accessible only via private endpoints. Public access is disabled on every service. NSGs enforce default deny-all with explicit allow rules.
1. Databricks VNet injection: Databricks workspaces are deployed with /22 subnets for host and container, supporting ~500 concurrent nodes with no public IP (secure cluster connectivity). Unity Catalog metastore provides centralized governance.
1. SAS Viya on AKS: SAS Compute Server runs on a private AKS cluster in a dedicated subscription and VNet, connecting to Databricks SQL Warehouses via JDBC through the hub firewall to enforce Unity Catalog security policies.
1. Fabric as managed PaaS: Microsoft Fabric capacity (F64 production) operates as a fully managed PaaS with no VNet requirement, accessing Gold Delta tables through OneLake shortcuts. Capacity is strictly sized for BI serving (AD-03).
1. Infrastructure as Code: All infrastructure is managed through nine Terraform modules with remote state in Azure Storage, deployed via a four-stage CI/CD pipeline (validate → plan → apply non-prod → apply prod with 2 approvals).


[bookmark: _Toc223495688]2. Azure Landing Zone Architecture
The Greenfield Modern Data Platform is deployed within an Azure Landing Zone aligned with Microsoft’s Cloud Adoption Framework (CAF) Enterprise-Scale architecture. The landing zone provides a secure, governed foundation for all data platform workloads, with network isolation, centralized identity, and policy-driven governance.
[bookmark: _Toc223495689]2.1 Hub-Spoke Network Topology
The deployment follows a hub-spoke topology, the recommended pattern for enterprise-scale Azure deployments in regulated financial services. Shared network services are centralized in a hub VNet, while each workload environment operates in its own spoke VNet peered to the hub. All spoke VNets peer to the hub; inter-spoke traffic routes through Azure Firewall for inspection. No direct spoke-to-spoke peering is permitted.
	Component
	VNet Name
	Purpose

	Connectivity Hub
	vnet-hub-canadacentral
	Azure Firewall (Premium), ExpressRoute gateway, Azure Bastion, centralized Private DNS Zones, VPN gateway for on-premises connectivity

	Data Platform – Prod
	vnet-data-prod-cc
	Databricks workspaces (VNet injection), ADLS Gen2 private endpoints, SQL Warehouse endpoints, Purview private endpoints, Key Vault

	Data Platform – Non-Prod
	vnet-data-nonprod-cc
	Dev and staging Databricks workspaces, test storage accounts, sandbox environments

	SAS Viya
	vnet-sas-prod-cc
	SAS Viya Compute Server pods (AKS or VMs), JDBC connectivity to Databricks through hub firewall

	Management
	vnet-mgmt-cc
	Azure DevOps self-hosted agents, Terraform runners, monitoring infrastructure, Manta deployment (if IaaS)

	Fabric (Overlay)
	N/A (PaaS)
	Fully managed PaaS; connectivity to ADLS Gen2 via OneLake shortcuts and managed private endpoints



[bookmark: _Toc223495690]2.2 Hub Services
1. Azure Firewall (Premium SKU). Centralized egress filtering with TLS inspection, FQDN-based application rules, and threat intelligence–based filtering. All spoke VNets route outbound traffic (0.0.0.0/0) through the hub firewall via user-defined routes (UDRs). Premium SKU required for TLS inspection and IDPS per OSFI guidelines.
1. ExpressRoute Gateway. Dedicated, private connectivity between Greenfield’ on-premises data centers and Azure. Circuit terminates in the hub VNet with route propagation to all spokes. Primary path for source system connectivity — core banking, insurance, CRM feed data through this circuit.
1. Private DNS Zones. Centralized zones (e.g., privatelink.dfs.core.windows.net, privatelink.blob.core.windows.net, privatelink.vaultcore.azure.net) hosted in the hub and linked to all spoke VNets for consistent private endpoint name resolution.
1. Azure Bastion. Secure, browser-based RDP/SSH access to management VMs without exposing public IPs. Only permitted path for interactive admin access.
[bookmark: _Toc223495691]2.3 Region Strategy
The primary deployment region is Canada Central (Toronto). Canada East (Québec City) is designated for disaster recovery and geo-redundant storage replication. This aligns with Greenfield’ data residency requirements under Law 25 and OSFI guidelines for critical infrastructure.
⚠ All data must remain within Canadian Azure regions. No data replication to non-Canadian regions is permitted. Enforced via Azure Policy (allowedLocations = canadacentral, canadaeast).


[bookmark: _Toc223495692]3. Resource Organization
Azure resources are organized using a management group and subscription hierarchy that enforces governance policies at scale and provides cost isolation between environments and workloads.
[bookmark: _Toc223495693]3.1 Management Group Hierarchy
The data platform subscriptions sit within Greenfield’ enterprise management group hierarchy, inheriting organization-wide Azure Policies (allowed regions, required tags, prohibited resource types). Azure Policies applied at the Data & AI Platform management group level include: deny public endpoint creation, require specific tags, enforce diagnostic settings, deny unmanaged disks, and require TLS 1.2 minimum.
1. Greenfield (Root Management Group)
1.     Data & AI Platform (Management Group)
1.         Production / Non-Production / Connectivity & Shared Services (sub-groups)
[bookmark: _Toc223495694]3.2 Subscription Layout
	Subscription
	Purpose
	Key Resources

	sub-data-connectivity
	Hub networking, shared services
	Azure Firewall, ExpressRoute, Bastion, Private DNS Zones, VPN Gateway

	sub-data-platform-prod
	Production data platform
	Databricks workspaces (prod), ADLS Gen2 (prod), Key Vault, Purview, Event Hub

	sub-data-platform-nonprod
	Dev, staging, sandbox
	Databricks workspaces (dev/stg/sandbox), ADLS Gen2 (dev/stg), Key Vault (non-prod)

	sub-data-sas
	SAS Viya Compute Server
	AKS cluster or VM scale sets, SAS-specific storage, SAS license server

	sub-data-fabric
	Microsoft Fabric capacity
	Fabric F-SKU capacity, Fabric admin workspace

	sub-data-management
	Platform ops & DevOps
	DevOps agents, Terraform state, Log Analytics, Manta, Azure Monitor, Sentinel



[bookmark: _Toc223495695]3.3 Resource Group Strategy (Production)
	Resource Group
	Contents

	rg-databricks-prod-cc
	Databricks workspaces, managed resource groups (auto-created), associated NSGs

	rg-storage-prod-cc
	ADLS Gen2 storage accounts (bronze, silver, gold, staging, archive), storage private endpoints

	rg-governance-prod-cc
	Microsoft Purview account, Purview managed storage, Purview private endpoints

	rg-keyvault-prod-cc
	Azure Key Vault instances (secrets + encryption keys), Key Vault private endpoints

	rg-monitoring-prod-cc
	Log Analytics workspace, diagnostic settings, Azure Monitor action groups, alert rules

	rg-networking-prod-cc
	VNet, subnets, NSGs, route tables (UDRs), private endpoint NICs

	rg-ingestion-prod-cc
	Azure Data Factory, Event Hub namespaces, ADF private endpoints





[bookmark: _Toc223495696]4. Networking Architecture
Network design enforces zero-trust principles: all platform services communicate over private networks, public endpoints are disabled, and all egress traffic is inspected by Azure Firewall.
[bookmark: _Toc223495697]4.1 VNet & Subnet Design – Production
The production spoke VNet (vnet-data-prod-cc) uses a /16 address space (e.g., 10.10.0.0/16) to accommodate Databricks’ substantial IP requirements and future growth.
	Subnet
	CIDR
	Purpose
	Notes

	snet-dbx-host-prod
	10.10.0.0/22
	Databricks host VMs (VNet injection)
	Delegation: Microsoft.Databricks/workspaces; NSG: nsg-dbx-host-prod

	snet-dbx-container-prod
	10.10.4.0/22
	Databricks container network
	Delegation: Microsoft.Databricks/workspaces; NSG: nsg-dbx-container-prod

	snet-private-endpoints
	10.10.8.0/24
	PEs for ADLS, Key Vault, Purview, Event Hub
	No delegation; NSG restricts to platform traffic

	snet-sqlwarehouse-prod
	10.10.9.0/24
	Serverless SQL Warehouse connectivity
	Network Connectivity Config (NCC) for serverless

	snet-adf-prod
	10.10.10.0/24
	ADF Integration Runtime (self-hosted)
	VMs running IR for on-prem source connectivity

	snet-services-prod
	10.10.11.0/24
	Supporting services, internal LBs
	General-purpose subnet



⚠ Databricks VNet injection requires /22 or larger subnets for host and container to support auto-scaling. A /22 provides ~1,022 usable IPs, supporting ~500 concurrent nodes.
[bookmark: _Toc223495698]4.2 Private Endpoints
Every platform service supporting private endpoints must have public network access disabled. This is non-negotiable for a regulated financial institution.
	Service
	Sub-Resource
	Private DNS Zone

	ADLS Gen2 (each account × 2)
	dfs, blob
	privatelink.dfs.core.windows.net, privatelink.blob.core.windows.net

	Azure Key Vault
	vault
	privatelink.vaultcore.azure.net

	Microsoft Purview
	account, portal
	privatelink.purview.azure.com, privatelink.purviewstudio.azure.com

	Databricks Workspace
	databricks_ui_api
	privatelink.azuredatabricks.net

	Azure Event Hub
	namespace
	privatelink.servicebus.windows.net

	Azure Data Factory
	dataFactory, portal
	privatelink.datafactory.azure.net, privatelink.adf.azure.com

	Azure Container Registry
	registry
	privatelink.azurecr.io



[bookmark: _Toc223495699]4.3 Network Security Groups (NSGs)
NSGs are applied at the subnet level with a default deny-all posture. Explicit allow rules are created only for required traffic flows.
1. Databricks subnets. Allow all inbound/outbound between host and container subnets (Spark executor ↔ driver); allow outbound to ADLS private endpoints on port 443; allow outbound to Databricks control plane IPs; allow outbound to Azure service tags (AzureActiveDirectory, AzureMonitor); deny all inbound from internet.
1. Private endpoint subnet. Allow inbound from Databricks subnets, ADF subnet, services subnet, and SAS VNet (via peering) on service-specific ports; deny from all other sources.
1. Egress filtering. All spoke egress routes through Azure Firewall via UDRs (0.0.0.0/0 → Firewall private IP). Firewall enforces FQDN-based application rules allowing only required destinations.
[bookmark: _Toc223495700]4.4 Azure Firewall Application Rules
	Rule Collection
	FQDN Targets
	Purpose

	rc-databricks-control
	*.azuredatabricks.net, control plane IPs
	Databricks workspace ↔ control plane communication

	rc-azure-services
	login.microsoftonline.com, management.azure.com, *.monitor.azure.com
	Entra ID auth, ARM management, Azure Monitor

	rc-package-repos
	pypi.org, files.pythonhosted.org, repo.anaconda.com
	Python/Conda packages for Databricks and SAS

	rc-databricks-artifacts
	dbartifactsprodcac.blob.core.windows.net
	Databricks runtime artifacts, libraries, Spark

	rc-sas-licensing
	SAS licensing endpoints (per SAS)
	SAS Viya license validation

	rc-deny-all
	* (default)
	Deny all; unmatched egress blocked and logged



[bookmark: _Toc223495701]4.5 DNS Architecture
Private DNS resolution is centralized in the hub VNet. All Private DNS Zones are created in the connectivity subscription and linked to every spoke VNet. Azure Firewall DNS proxy is enabled for FQDN-based network rules and to resolve DNS queries from spokes through the hub’s DNS infrastructure.


[bookmark: _Toc223495702]5. Identity & Access Management
All authentication flows through Azure Entra ID with conditional access policies enforcing MFA, compliant device requirements, and location-based restrictions. Conditional Access policies require: MFA for all users, compliant device, access from Greenfield corporate network, and session lifetime controls (re-authentication every 12 hours).
[bookmark: _Toc223495703]5.1 Entra ID Integration
	Component
	Identity Integration
	Auth Method

	Databricks Workspaces
	Entra ID SSO via SCIM provisioning; Entra security groups synced for Unity Catalog RBAC
	OAuth 2.0 / SAML; MFA via Conditional Access

	Microsoft Fabric
	Native Entra ID integration via Microsoft 365 tenant
	Entra ID SSO; MFA enforced

	SAS Viya
	Entra ID integration via SAML 2.0 federation or direct OIDC
	SAML 2.0 federated; MFA enforced

	Microsoft Purview
	Native Entra ID; collection roles mapped to Entra security groups
	Entra ID SSO

	Azure Data Factory
	Managed identity for pipeline execution; Entra groups for authoring RBAC
	System-assigned Managed Identity

	ADLS Gen2
	Entra ID RBAC (Storage Blob Data roles) + Unity Catalog ACLs at data layer
	Managed Identity / Service Principal



[bookmark: _Toc223495704]5.2 RBAC Model – Azure Resource Layer
	Entra Security Group
	Azure RBAC Role
	Scope

	sg-data-platform-admins
	Contributor
	sub-data-platform-prod, sub-data-platform-nonprod

	sg-data-engineers
	Databricks Contributor, Storage Blob Data Contributor
	Databricks workspaces, ADLS Gen2 accounts

	sg-data-scientists
	Databricks Contributor (sandbox only), Storage Blob Data Reader
	Sandbox workspace, Silver/Gold ADLS (read)

	sg-governance-admins
	Purview Data Curator, Key Vault Administrator
	Purview account, Key Vault

	sg-sas-developers
	Contributor
	sub-data-sas-prod

	sg-fabric-admins
	Fabric Capacity Administrator
	Fabric capacity resource

	sg-finops
	Cost Management Reader, Billing Reader
	All data platform subscriptions



[bookmark: _Toc223495705]5.3 Service Principals & Managed Identities
Automated workloads use managed identities (preferred) or service principals (where managed identities are not supported). Shared secrets and embedded credentials are explicitly prohibited per the reference architecture.
	Workload
	Identity Type
	Scope / Role Assignments

	Databricks workspace
	System-assigned MI
	Storage Blob Data Contributor on ADLS Gen2; Key Vault Secrets User on kv-data-platform-prod

	ADF pipelines
	System-assigned MI
	Storage Blob Data Contributor on ADLS; Databricks workspace access via linked service

	SAS Viya Compute Server
	SP (sp-sas-compute-prod)
	Storage Blob Data Reader on authorized ADLS paths only; JDBC to Databricks SQL via Unity Catalog grants

	Purview scanners
	System-assigned MI
	Storage Blob Data Reader on all ADLS; Databricks metastore reader for UC metadata harvest

	Manta lineage engine
	SP (sp-manta-prod)
	Read-only on Databricks repos, ADF metadata, SAS repos; Purview Data Curator for lineage publishing

	CI/CD (Terraform)
	SP (sp-terraform-prod)
	Contributor on data platform subscriptions; User Access Administrator for RBAC assignments



⚠ SAS service principal ADLS access is restricted to non-sensitive, pre-authorized paths per the reference architecture (Section 4.2). Sensitive data must route through JDBC to enforce Unity Catalog RLS/CLS/DDM.


[bookmark: _Toc223495706]6. Compute Sizing & Configuration
Compute resources are sized per the ‘Right Tool for the Right Workload’ principle. Capacity growth outside a platform’s authorized scope triggers an architecture review.
[bookmark: _Toc223495707]6.1 Databricks Workspaces
	Workspace
	Env
	Purpose
	Configuration

	dbw-data-eng-prod
	Prod
	Data engineering (Bronze→Silver→Gold, DLT, streaming)
	Unity Catalog; VNet injected; cluster policies: DS4_v2 workers (8 vCPU, 28 GB), auto-term 30 min, spot 60/40; Photon enabled for DLT

	dbw-analytics-prod
	Prod
	SQL analytics, AI/BI Dashboards, Genie
	Serverless SQL Warehouses; T-shirt sizing S/M/L (2–16 DBU); auto-suspend 10 min

	dbw-mlops-prod
	Prod
	ML/AI: MLflow, training, Feature Store, Model Serving
	GPU pools (NC6s_v3/V100 for training); CPU pools for feature eng; Model Serving auto-scale min 0/1

	dbw-data-eng-dev
	Non-Prod
	Dev/test for data engineering pipelines
	Max 4 workers; auto-term 15 min; restricted to DS3_v2; dev UC metastore

	dbw-sandbox
	Non-Prod
	Data science exploration, POCs
	Read-only Silver/Gold via UC; no prod write; budget cap per user



[bookmark: _Toc223495708]6.2 Databricks SQL Warehouses
	SQL Warehouse
	Size (DBU)
	Purpose
	Configuration

	sqlwh-bi-serving
	Medium (4–8)
	JDBC for SAS Compute reads and Power BI refresh queries
	Serverless; auto-suspend 10 min; economy scaling; spot enabled; query cache on

	sqlwh-analytics
	Small–Med (2–8)
	Ad-hoc analyst queries, JDBC/ODBC, notebook SQL
	Serverless; auto-suspend 10 min; query queuing; intelligent workload mgmt

	sqlwh-etl-support
	Med–Large (4–16)
	DQ validation, data contract checks, Gold aggregation
	Pro; scheduled scaling 04:00–08:00 EST; auto-suspend post-pipeline



[bookmark: _Toc223495709]6.3 SAS Viya Compute Server
SAS Viya runs on Compute Server engine (not CAS — AD-04). Processing is sequential, so compute is sized for single-threaded throughput with high memory, not horizontal parallelism. Recommended deployment: Azure Kubernetes Service (AKS).
	Component
	VM Size
	Qty
	Notes

	SAS Compute Server pods
	Standard_E16s_v5 (16 vCPU, 128 GB)
	2–4
	Actuarial model dev and moderate batch scoring; memory-optimized

	SAS Programming Runtime
	Standard_E32s_v5 (32 vCPU, 256 GB)
	1–2
	Large reserving models (IFRS 17, IBNR); scheduled availability

	SAS License Server
	Standard_D4s_v5 (4 vCPU, 16 GB)
	1 (HA)
	Always-on license management

	SAS Model Manager
	Standard_D8s_v5 (8 vCPU, 32 GB)
	1–2
	Model governance and champion/challenger tracking

	AKS System Node Pool
	Standard_D4s_v5
	3 (AZs)
	CoreDNS, kube-proxy, metrics-server



AKS configuration: Private cluster (no public API); Azure CNI for VNet integration; Entra ID RBAC; node pool auto-scaling (min 2 / max 6); Azure Disk CSI for persistent volumes; Azure Files for shared SAS configuration.
[bookmark: _Toc223495710]6.4 Microsoft Fabric Capacity
Fabric capacity is sized strictly for the BI serving workload (AD-03). Any expansion for non-BI workloads triggers architecture review.
	SKU
	CU
	Use Case
	Governance

	F64 (Prod)
	64
	Direct Lake semantic models, report rendering, paginated reports, Copilot for 55K users
	Auto-pause 22:00–06:00 EST; smoothing for burst; alerts at 70%/90% utilization

	F32 (Non-Prod)
	32
	Dev/test for Power BI semantic models and reports
	Auto-pause; BI workloads only; no Fabric notebooks/Spark

	F16 (IQ POC – H2)
	16
	Ontology POC on Customer 360 (per Section 4.5 prerequisites)
	Isolated; time-limited 6 months; requires ARB approval



⚠ Production F64 is an initial estimate. Right-sizing after 90 days of Direct Lake operation. F64 costs approximately $8,000–9,000 USD/month — significantly less than equivalent Databricks DBU for 55,000-user DirectQuery.


[bookmark: _Toc223495711]7. Storage Architecture
ADLS Gen2 is the shared storage substrate for all three platforms (AD-07). All accounts have hierarchical namespace (HNS) enabled for Delta Lake compatibility and are configured with private endpoints only (public access disabled at account level).
[bookmark: _Toc223495712]7.1 Storage Account Layout
	Storage Account
	Tier
	Containers
	Access Pattern

	stadlsbronzeprod
	Hot
	/bronze/{source_system}/{entity}/
	Write: ADF/Auto Loader MI; Read: Databricks data eng MI, Purview scanner

	stadlssilverprod
	Hot
	/silver/{domain}/{entity}/
	Write: Databricks DLT; Read: analytics, ML workspaces, SAS via JDBC

	stadlsgoldprod
	Hot
	/gold/{data_product}/{entity}/
	Write: DLT/SQL; Read: Power BI (OneLake), Databricks SQL, SAS JDBC, ML

	stadlsstagingprod
	Hot
	/staging/ingestion/, /staging/sas_writeback/
	Write: ADF (ingestion), SAS ADLS LIBNAME; Read: Purview DQ, Databricks

	stadlsarchiveprod
	Cool→Archive
	/archive/{domain}/{entity}/{year}/
	Write: lifecycle policy; Read: rare regulatory retrieval



Rationale for separate accounts: independent RBAC boundaries, independent throughput/IOPS quotas, independent private endpoints (subnet-level NSG control), independent lifecycle policies, and independent diagnostic logging.
[bookmark: _Toc223495713]7.2 Delta Lake Configuration
1. Retention. Time Travel: 90 days Bronze (AMF regulatory); 30 days Silver/Gold (extended to 90 for regulatory Gold tables: Financial Aggregates, Risk Features).
1. VACUUM & OPTIMIZE. Nightly via Databricks Workflows. Bronze: VACUUM 90 days, weekly. Silver: VACUUM 30 days + OPTIMIZE with ZORDER, nightly. Gold: VACUUM 30 days + OPTIMIZE with LIQUID CLUSTERING on date, business_unit, product_code, member_id; ANALYZE TABLE for optimizer stats.
1. Schema evolution. mergeSchema enabled on Bronze (Auto Loader). Silver/Gold enforce strict schemas via DLT expectations and data contracts.
[bookmark: _Toc223495714]7.3 Lifecycle Policies
	Storage Account
	Policy Rule
	Rationale

	stadlsbronzeprod
	Cool after 180 days; Archive after 365 days
	Cost optimization for aged raw data; Time Travel handles recent rollback

	stadlsstagingprod
	Delete ingestion blobs >30 days; SAS writeback >14 days post-promotion
	Prevent staging bloat; staging data is ephemeral

	stadlsarchiveprod
	Archive tier by default; rehydrate on demand (Standard, 15 hrs)
	Lowest cost for regulatory long-term retention

	All accounts
	Soft delete 14 days; blob versioning; container soft delete 7 days
	Accidental deletion recovery baseline



[bookmark: _Toc223495715]7.4 Encryption
All accounts use encryption at rest with Microsoft-managed keys (MMK) as baseline. Customer-managed keys (CMK) from kv-data-encryption-prod applied for Restricted-classified data. In practice, stadlssilverprod and stadlsgoldprod use CMK (queryable sensitive data); stadlsbronzeprod uses MMK (protected by restricted RBAC). Encryption in transit: TLS 1.2 minimum; secure transfer required = true on all accounts.


[bookmark: _Toc223495716]8. Security Architecture
The security architecture implements defense-in-depth: secrets management, encryption, network security (Section 4), data classification enforcement, and data loss prevention.
[bookmark: _Toc223495717]8.1 Azure Key Vault
	Instance
	Purpose
	Access

	kv-data-platform-prod
	Operational secrets: connection strings, SAS license keys, API keys, ADF credentials
	Databricks MI, ADF MI, SAS SP → Secrets User; CI/CD SP → Administrator

	kv-data-encryption-prod
	CMK: ADLS encryption keys, Databricks workspace CMK (managed services, DBFS)
	Storage MI, Databricks MI → Crypto User; KV admin group → Administrator

	kv-data-platform-nonprod
	Non-production secrets (same structure, isolated values)
	Non-prod workspace MIs and SPs



1. Network restriction. Key Vault Firewall enabled; access restricted to private endpoint only.
1. Purge protection. Enabled on all instances (90-day retention); prevents permanent deletion even by admins.
1. Audit logging. All operations streamed to Log Analytics; alerts for unexpected access, bulk reads, deletion attempts.
1. Secret rotation. Automated rotation with 90-day expiry; CI/CD rotates SP credentials quarterly.
[bookmark: _Toc223495718]8.2 Data Classification & DLP
Purview auto-classification scans all ADLS accounts and applies sensitivity labels (Public, Internal, Confidential, Restricted). Labels propagate to Unity Catalog tags, driving RLS/CLS/DDM at compute layer. Purview DLP policies integrated with M365 prevent data exfiltration via email, Teams, or SharePoint.
[bookmark: _Toc223495719]8.3 Databricks Security Configuration
	Security Control
	Configuration

	Workspace encryption
	CMK from kv-data-encryption-prod for managed services and DBFS

	Cluster policies
	Approved instance types, auto-terminate, spot ratios, max workers, UC mode; no legacy clusters, no local download, no untrusted init scripts

	Unity Catalog
	External metastore on dedicated ADLS; all access via UC; legacy Hive disabled; default catalog = none

	Token management
	PATs disabled in production; service principals use OAuth 2.0 M2M (client credentials)

	IP access lists
	Workspace accessible only from corporate network (ExpressRoute) and Bastion subnet

	Audit logging
	All logs → Log Analytics: data access, cluster lifecycle, admin changes, SQL query history, secrets access

	Secret scopes
	Backed by Azure Key Vault; Databricks-native secret storage disabled

	Secure cluster connectivity
	No Public IP mode enabled; all communication via VNet and private links



[bookmark: _Toc223495720]8.4 Exfiltration Controls
1. Egress restriction. All compute outbound through Azure Firewall; only whitelisted FQDNs permitted.
1. DBFS download. Local file download from notebooks disabled in production via workspace admin settings.
1. Purview DLP. DLP policies prevent sensitive data leaving via email, Teams, or SharePoint.
1. Power BI export. Fabric tenant settings restrict CSV export of Restricted-classified datasets.


[bookmark: _Toc223495721]9. Monitoring & Observability
All monitoring data converges on a central Log Analytics workspace (law-data-platform-prod) to provide a single-pane-of-glass view of platform health, pipeline performance, cost consumption, and security events.
[bookmark: _Toc223495722]9.1 Monitoring Stack
	Component
	Technology
	Data Collected

	Infrastructure
	Azure Monitor + Log Analytics
	VM/AKS/storage metrics, network flow logs (NSG v2), Azure Firewall logs

	Databricks
	Audit logs → Log Analytics; system tables
	Cluster utilization, job runs, SQL Warehouse performance, DBU consumption, UC audit trail

	Data pipelines
	ADF + Workflows → Log Analytics
	Run status, duration, row counts, errors; DLT quality metrics; ingestion audit log

	Data quality
	Purview DQ + DLT metrics → Power BI
	Quality scores by domain/source/product; quarantine volumes; SLA compliance trends

	Security / SIEM
	Microsoft Sentinel → Log Analytics
	Security events, anomalous access, DLP alerts, Key Vault audit, failed auth attempts

	Cost
	Cost Management + Databricks Console
	Subscription cost by RG/tag; DBU by workspace/cluster/job; Fabric CU; storage growth



[bookmark: _Toc223495723]9.2 Alerting Strategy
	Alert Category
	Trigger
	Sev
	Action

	Pipeline failure
	Production ingestion or DLT pipeline fails
	1/2
	Page on-call; auto-retry (3× exponential backoff); escalate if all retries fail

	DQ SLA breach
	Gold product fails freshness or completeness SLA
	1
	Notify product owner + steward; defer Gold refresh; CDO escalation at 4 hours

	Security anomaly
	Unexpected SP access; bulk download; KV access from unknown identity
	1
	Sentinel incident; SOC investigation; auto-block if high confidence

	Cluster over-provision
	Idle >30 min or CPU <20% sustained
	3
	Notify FinOps; recommend right-sizing; auto-terminate if policy allows

	Fabric saturation
	CU utilization >90% sustained 1 hour
	2
	Notify Fabric admin; evaluate scheduling or capacity burst

	Storage anomaly
	Growth rate >2× historical 7-day baseline
	3
	Notify data eng lead; investigate duplication or staging bloat



[bookmark: _Toc223495724]9.3 Key Dashboards
1. Platform Health. Cluster availability, pipeline success rates, SQL Warehouse queue times, storage latency, PE health, AKS node status. Audience: platform engineering.
1. Data Quality Governance. Unified DQ scores (3 tiers), quarantine volumes, SLA compliance by product, CDE completeness trends. Audience: CDO office, stewards.
1. FinOps & Cost. DBU spend by team/domain, Fabric CU utilization, storage growth, reserved vs. on-demand, budget burn rate. Audience: FinOps, CDO.
1. Security & Compliance. Sentinel incidents, data access audit, DLP alerts, SP activity, Key Vault operations. Audience: security team, CISO.


[bookmark: _Toc223495725]10. Disaster Recovery & Business Continuity
The DR/BC strategy aligns with Greenfield’ enterprise business continuity requirements, OSFI Guideline B-13 (Technology and Cyber Risk Management), and the platform’s role as a foundation for regulatory reporting and risk management.
[bookmark: _Toc223495726]10.1 Recovery Objectives
	Tier
	Workloads
	RPO
	RTO
	Strategy

	Tier 1 – Critical
	Gold data products (Customer 360, Financial Aggregates, Risk Features), regulatory pipelines, ML serving
	≤ 1 hr
	≤ 4 hrs
	GRS/RA-GRS to Canada East; IaC redeploy <2 hrs; pre-provisioned standby networking

	Tier 2 – Important
	Silver layer, ingestion pipelines, SAS Viya actuarial models, Feature Store
	≤ 4 hrs
	≤ 8 hrs
	GRS replication; IaC-based rebuild; SAS model code in Git; ADF defs in version control

	Tier 3 – Standard
	Bronze layer, dev/sandbox, non-prod workloads
	≤ 24 hrs
	≤ 24 hrs
	GRS (async); rebuild from IaC; accept data loss to last replication point



[bookmark: _Toc223495727]10.2 Storage Replication
All production ADLS Gen2 accounts are configured with Geo-Redundant Storage (GRS), replicating asynchronously to Canada East. For Tier 1 accounts (stadlsgoldprod), Read-Access GRS (RA-GRS) is enabled for read access during regional outage. Delta Lake’s transaction log (_delta_log) is included in replication, ensuring query-consistent tables after failover.
[bookmark: _Toc223495728]10.3 Compute Recovery
All infrastructure is defined as code (Terraform). In a DR scenario:
1. Networking. Standby hub-spoke VNets in Canada East are pre-provisioned (warm standby) with peering, NSGs, and UDRs. ExpressRoute has a secondary connection to Canada East.
1. Databricks. Workspace config, cluster policies, UC metastore, and secret scopes all in Terraform. terraform apply deploys functional workspace in ~60–90 minutes.
1. SAS Viya. AKS definition in Terraform; SAS container images in geo-replicated ACR. Deployment time ~2–3 hours including config restore.
1. Fabric. Standby F-SKU in Canada East provisioned on-demand (~30 min). Semantic models re-pointed to secondary ADLS endpoints.
[bookmark: _Toc223495729]10.4 Backup Strategy
	Component
	Mechanism
	Retention

	Delta Lake data
	Delta Time Travel (point-in-time) + GRS replication
	90 days Bronze, 30 days Silver/Gold

	Azure Key Vault
	Soft delete (90 days) + purge protection
	90 days

	Unity Catalog metastore
	Account-level backup + IaC definitions
	Recoverable from IaC

	Purview configuration
	Glossary/classification/policy JSON export to Git
	Git history (indefinite)

	Pipeline definitions
	ADF ARM templates in Git; notebooks in Git; DLT code in Git
	Git history (indefinite)

	SAS code & models
	Programs, macros, model code in Git; Model Manager metadata export
	Git history (indefinite)



DR testing cadence: tabletop exercise quarterly; partial failover (one domain) semi-annually; full DR simulation annually.


[bookmark: _Toc223495730]11. Cost Management & FinOps
Cost optimization is a key design driver (AD-02, AD-03, AD-04). The infrastructure supports FinOps through mandatory tagging, budgets, right-sizing automation, and workload-appropriate technology placement.
[bookmark: _Toc223495731]11.1 Tagging Strategy
Mandatory tags are enforced via Azure Policy (deny if missing):
	Tag Key
	Purpose
	Example Values
	Enforcement

	Environment
	Environment segregation
	prod, nonprod, sandbox, dr
	Required – Policy deny

	CostCenter
	Chargeback to business unit
	CC-CDO-1234, CC-INS-5678
	Required – Policy deny

	Platform
	Technology pillar ID
	databricks, fabric, sas, governance, shared
	Required – Policy deny

	Owner
	Operational contact
	team-data-eng@Greenfield.com
	Required – Policy deny

	DataDomain
	Domain-level cost attribution
	customer, claims, risk, finance, shared
	Required (data resources) – Policy audit

	DataClassification
	Align cost with sensitivity
	public, internal, confidential, restricted
	Required (storage) – Policy audit

	ManagedBy
	IaC tool tracking
	terraform, manual, bicep
	Recommended

	Horizon
	Implementation phase
	h1, h2, h3
	Recommended

	ExpiryDate
	Temporary resource cleanup
	2026-09-30
	Recommended; alerts on expiry



[bookmark: _Toc223495732]11.2 Budget Controls
1. Subscription budgets. Set for each subscription with alerts at 50%, 75%, 90%, 100%. Breaches above 100% trigger CDO and FinOps notification.
1. Databricks cost controls. Cluster policies enforce max sizes, auto-termination, spot ratios. Account Console tracks DBU by workspace/cluster/job/user. SQL Warehouses use economy scaling.
1. Fabric capacity. Sized for BI only (AD-03). Auto-pause 22:00–06:00 EST saves ~33%. Any non-BI expansion triggers architecture review.
1. Storage tiering. Lifecycle policies auto-tier aged data. Growth alerts detect anomalous expansion. Monthly staging zone review.
[bookmark: _Toc223495733]11.3 Reserved Capacity & Savings Plans
	Resource
	Commitment Type
	Term
	Est. Savings

	Databricks DBU
	Committed Use Discount (DBCU)
	1-year (after 6-month baseline)
	20–35% vs. PAYG

	Azure VMs (SAS AKS)
	Azure Savings Plan for Compute
	1-year
	15–25% vs. PAYG

	ADLS Gen2 Storage
	Azure Reserved Capacity (hot tier)
	1-year (projected growth)
	Up to 30%

	Fabric Capacity
	Reservation (if available)
	Evaluate after 6 months
	TBD at GA pricing



[bookmark: _Toc223495734]11.4 Chargeback Model
1. Direct costs (Databricks DBU, Fabric CU, SAS compute) → allocated to consuming business unit via CostCenter tag.
1. Shared costs (storage, networking, governance, monitoring) → allocated proportionally by data volume and query consumption per domain.
1. Platform overhead (hub networking, Key Vault, Purview, Manta) → shared infrastructure charge across all consuming business units.


[bookmark: _Toc223495735]12. DevOps & Infrastructure as Code
All infrastructure is managed as code, enabling reproducible deployments, change tracking, peer review, and automated testing.
[bookmark: _Toc223495736]12.1 Terraform – Primary IaC Tool
All Azure infrastructure is provisioned and managed through Terraform modules stored in a central Git repository.
	Terraform Module
	Scope
	State Backend

	terraform-module-networking
	Hub-spoke VNets, subnets, NSGs, UDRs, Private DNS Zones, Firewall, ExpressRoute, peering
	Remote state in Azure Storage (sub-data-management); blob lease locking

	terraform-module-databricks
	Workspaces, cluster policies, Unity Catalog metastore, secret scopes, IP access lists
	Remote state per environment; separate state per workspace

	terraform-module-storage
	ADLS Gen2 accounts, containers, lifecycle policies, private endpoints, RBAC, CMK config
	Remote state per environment

	terraform-module-governance
	Purview account, collections, scan rules, Purview PEs, diagnostic settings
	Remote state (governance)

	terraform-module-keyvault
	Key Vault instances, access policies, PEs, diagnostics, purge protection
	Remote state (security)

	terraform-module-sas
	AKS cluster, node pools, networking, SAS SP, SAS storage
	Remote state (SAS)

	terraform-module-monitoring
	Log Analytics, diagnostic settings (all resources), alert rules, action groups, Sentinel
	Remote state (monitoring)

	terraform-module-fabric
	Fabric capacity resource, admin config
	Remote state (fabric)

	terraform-module-policy
	Azure Policy definitions and assignments at management group level
	Remote state (governance)



State management: all state files in dedicated storage account (sub-data-management) with blob lease locking, versioning, encryption at rest, and access restricted to CI/CD service principal only.
[bookmark: _Toc223495737]12.2 CI/CD Pipeline Design
Pipelines run in Azure DevOps with self-hosted agents in vnet-mgmt-cc (access to private endpoints). Four-stage model:
1. Stage 1 – Validate (every PR). terraform fmt -check, terraform validate, tflint, tfsec/Checkov security scanning. Results posted as PR comment; PR blocked on critical findings.
1. Stage 2 – Plan (PR approval). terraform plan generates execution plan. Output posted to PR for human review. No changes applied.
1. Stage 3 – Apply Non-Prod (merge to develop). terraform apply to non-prod. Automated smoke tests: VNet connectivity, PE DNS resolution, workspace health, KV access, storage reachability. Auto-rollback on failure.
1. Stage 4 – Apply Prod (merge to main + 2 approvals). Manual gate (2 approvals from platform leads). terraform apply to prod. Post-deploy validation: resource health, connectivity, monitoring integration. Git-tagged with version.
[bookmark: _Toc223495738]12.3 Data Engineering CI/CD
Data engineering artifacts follow independent CI/CD workflows:
	Artifact Type
	Version Control
	Deployment Method

	DLT pipeline definitions
	Databricks Repos (Git-backed)
	Databricks Asset Bundles (databricks bundle deploy)

	Databricks notebooks
	Databricks Repos
	DABs or Repos deployment on merge to main

	dbt models
	Git repository
	dbt run via Databricks Workflow job

	ADF pipelines
	ARM template export in Git
	ARM template deployment to ADF instance

	Great Expectations suites
	Git repository
	Deployed as part of pipeline package

	SAS programs & macros
	Git repository
	File deploy to SAS shared filesystem; Model Manager registration

	Power BI semantic models
	PBIX files in Git
	Fabric deployment pipelines (dev → test → prod)



Branching strategy: Gitflow — feature branches → develop (integration) → release (staging) → main (production). Hotfixes branch from main and merge back to both main and develop.
Testing: DLT expectations as row-level quality tests; Great Expectations for cross-table invariants; end-to-end integration tests in non-prod against masked data; regression tests comparing Gold output against baseline; performance benchmarks flagging >20% DBU regressions.


[bookmark: _Toc223495739]Appendix A – Resource Naming Convention
All Azure resources follow a consistent pattern: {type}-{workload}-{environment}-{region}
	Resource Type
	Prefix
	Example

	Resource Group
	rg-
	rg-databricks-prod-cc

	Virtual Network
	vnet-
	vnet-data-prod-cc

	Subnet
	snet-
	snet-dbx-host-prod

	NSG
	nsg-
	nsg-dbx-host-prod

	Storage Account (ADLS)
	stadls
	stadlsgoldprod (no hyphens)

	Key Vault
	kv-
	kv-data-platform-prod

	Databricks Workspace
	dbw-
	dbw-data-eng-prod

	SQL Warehouse
	sqlwh-
	sqlwh-bi-serving

	Log Analytics
	law-
	law-data-platform-prod

	Azure Data Factory
	adf-
	adf-data-platform-prod

	AKS Cluster
	aks-
	aks-sas-viya-prod

	Private Endpoint
	pe-
	pe-stadlsgoldprod-dfs

	Managed Identity
	id-
	id-databricks-prod

	Service Principal
	sp-
	sp-sas-compute-prod

	Purview Account
	pv-
	pv-data-governance-prod

	Fabric Capacity
	fc-
	fc-bi-serving-prod

	Azure Firewall
	afw-
	afw-hub-canadacentral



Region abbreviations: cc = Canada Central, ce = Canada East.
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